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Abstract
This paper presents a microscopic analysis of MANET routing protocols’ behavior in realistic

environments. The motivation of this study was due to our previous testbed experimentations
where we found that AODV and DSDV’s performance did not match simulation results, primarily
due to the use of a simple radio propagation model that did not take into account transient links
caused by small-scale fading. Henceforth, we extended the ns-2 simulator with a realistic radio
propagation model, that incorporated Rayleigh fading, to gain insights into the impact of transient
links on AODV, DSR, and DSDV’s behaviour. Our simulation studies explain each protocol’s key
behavior that leads to the following conclusions: (1) routing through stable routes is important,
(2) hop count is the root cause of poor performance, (3) the 2-ray ground radio propagation model
is inappropriate for simulating ad-hoc protocols in indoor environments, and (4) local recovery is
important.

1 Introduction

Mobile ad-hoc network (MANET) routing protocols play an important role in applications involving

mobile wireless devices that are deployed in an ad-hoc manner. Examples of MANET applications

include military applications and in emergency situations[1]. In all these applications, MANET routing

protocols must provide a communication platform that is solid, fault tolerant and dynamic to wireless

characteristics. To this end, it is crucial that we perform comprehensive studies on the suitability and

feasibility of recently proposed MANET routing protocols in a realistic environment.

This paper addresses the behavior of Ad-Hoc On Demand Distance Vector (AODV) [2], Destination-

Sequenced Distance-Vector (DSDV) [3] and Dynamic Source Routing (DSR) [4] ad-hoc routing pro-

tocols over networks with unreliable links. Unreliable links have not received much attention in the

past due to the prevalent use of the 2-ray ground radio model in simulation studies of ad-hoc routing

protocols. The 2-ray ground model [5] only describes large-scale fading of transmitted signals, where

the receiving power is directly proportional to the distance between transmitter and receiver. The

only time when a link breaks is when a node migrates out of range. Hence, the dynamics of an ad-hoc

network are determined by the mobility model used to simulate link-breakage, i.e., nodes moving in

and out of each other’s communication range. In this paper we will show that in addition to mobility,

channel fading plays an important role in determining protocol performance.
∗This work was carried out when the authors were at the Motorola Australia Research Center
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The motivation for this paper stems from our practical experience with the AODV and DSDV

routing protocols on a real testbed. From our practical experience with two MANET routing proto-

cols [6] we found that the key factor that determined ad-hoc routing protocol performance was link

reliability. Especially so when transient links occured due to small scale fading effects. The occurrence

of transient links caused nodes to conclude that shorter routes to given node existed, which given the

short lifetimes of transient links caused any route established to fail almost immediately after it was

established. Throughout our experiments we found that AODV and DSDV frequently chose links that

turned out to be transient links due to these links offering shorter hop count, resulting in high route

maintenance, and thus poor performance. Even if a route was established, the amount of data carried

was small since the established route was likely to fail.

Previous simulation studies assumed that a specific transmission range was present, i.e., once a

node moved out of a specific range (e.g., 250m) no packets would be received. We found that in real

environments there was no definite cut-off range, meaning that packet reception was possible beyond

the reported transmission range but with a high probability of errors. Following from our practical

experience we found that the performances reported in the literature did not match our observations on

a real testbed, and we further concluded that the widely used radio propagation model, 2-ray ground

model, in most simulation studies of MANET routing protocols was unrealistic. We also found hop

count to be a poor metric to use for route selection and recommend that a more suitable route metric

be used that focuses more on the construction of reliable routes.

To test our hypothesis that a more realistic propagation model would yield a closer match between

real world and simulated performance, we augmented ns-2 with the Rayleigh fading model that models

small-scale fading accurately. Then we studied the performances of AODV, DSR and DSDV over the

new radio propagation module. Our simulation results concurred with our practical experience in that

we observed similar behaviors and performances in all tested routing protocols. Our simulation studies

also identified several issues concerning the operation of ad-hoc routing protocols over unreliable links.

We found that HELLO messages and route optimization also degraded performance, causing routing

protocols to spend a significant number of their time performing route updates (or route requests)

due to the frequent selection of transient links. In addition, we found that caching, as performed by

DSR, helped increase throughput and reduced route request overheads.

The conclusions following our findings are similar to previous works described in [7] and [8]. They

too have reached the conclusion that MANET routing protocols perform badly in realistic scenarios.

Our findings complement these works in that we identify behavior that explains why MANET rout-

ing protocols perform badly. In other words, we provide a microscopic as opposed to macroscopic

understanding of the causes that lead to such bad performances. Further, our work include other

performance metrics not covered such as route maintenance messages, route lifetime, and impact of

hop count. Moreover, our paper looks at the performance of routing protocols in both static and

mobile ad-hoc networks.

The remainder of this paper is organized as follows. In Section 2 we provide an overview of the

AODV, DSR and DSDV routing protocols. We then describe our practical experience with AODV

and DSDV in a real testbed in Section 3. After summarizing our experience, a brief background of
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radio propagation models implemented in ns-2 is provided in Section 4. In Section 4.2 we review the

Rayleigh radio propagation model followed by our extensions to ns-2 in Section 4.3. The performance

of AODV, DSDV and DSR in various network topologies using the Rayleigh radio model is presented

in Section 5. Finally our conclusions and avenues for further research will be presented in Section 7.

2 Background

Both AODV [2] and DSR [4] are characterized as on-demand protocols. When a route is required,

a route request (RREQ) message containing the destination’s address is sent. Nodes check whether

they have a route to the destination upon receiving a RREQ. If a route is known, a route reply

(RREP) is returned to the source, otherwise the return route to the source is noted and the RREQ

is re-broadcast. By recording the route back to the source, RREPs from downstream nodes can be

routed back to the source. The RREQ is forwarded by each node until a node is reached that has

a route to the destination or when it reaches the destination itself. In both cases, a RREP will be

generated. Similar to the processing of RREQ, nodes note the route to the destination upon receiving

a RREP. Transmission of data packets commences after the source received the RREP.

There are numerous optimizations which can be performed to improve the performance of on-

demand protocols. In DSR, multiple routes to a given destination are maintained in each node’s

route cache. This cache contains all source routes obtained from RREQ messages and neighboring

node’s packet transmissions (i.e., eavesdropping on neighbor conversations). Having nodes cache routes

enables local packet recovery when the source route stated in a packet fails. In addition, a node will

notify the source of a packet if it knows of a shorter route to the destination. For example, if a node

has a one hop route to the source and the current source route in the packet it receives is two or more

hops, a RREP is sent to the source informing the source of the shorter route.

On the other hand, AODV’s base specification only has optimizations to limit the number of

RREQs sent by means of a maximum number of RREQs that can be sent in a given time interval

and dropping of RREPs if a RREP with a shorter hop count has been received. Other work such as

AODV-BR [9] has looked into performing local route reconstruction where packets are routed around

failed links.

DSDV [3] is a table driven protocol similar to the Routing Information Protocol (RIP) [10] but

includes the concept of sequence numbers to avoid routing loops. Periodically, each node broadcasts

its routing table to neighboring nodes in the form of route updates which are then used by neighboring

nodes to compute reachability information. As an optimization, DSDV performs incremental updates

when the routing table changes, thereby limiting the bandwidth used by route updates.

MANET routing protocols employ a variety of differing neighbor discovery and route optimization

algorithms. DSR relies on the link-layer for feedback regarding reachability to neighboring nodes, and

for eavesdropping purposes. AODV on the other hand uses HELLO messages to determine reachability

information to neighboring nodes although the AODV implementation in ns-2 has the option of

enabling link-layer feedbacks. We will show later that there are both advantages and disadvatages

between using either link-layer feedback or HELLO messages.
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3 Motivation: AODV and DSDV On A Real Testbed

This section gives a summary of our practical experiences with AODV and DSDV, more detail can

be found in [6]. In short we found that the 2-ray radio propagation model used in simulators such as

ns-2 [11] did not reflect real life scenario. To date the majority of ad-hoc routing protocols simulated

using the simple 2-ray radio model only take large scale fading into account. The main observation

from our practical experience was that hop based routing protocols established routes through links

without regard to stability. This resulted in frequent route reconstruction since the chosen links faded

frequently due to multipath effects.

Figure 1 shows our testbed topology, consisting of two notebooks and three desktop computers.

Each computer was equipped with a Lucenttm Wavelan IEEE 802.11b PCMCIA card and ran Linuxtm

(Debian with kernel 2.2.17 or 2.2.15 depending on routing protocol). We used version 6 of the Linuxtm

driver from Lucenttm for the IEEE 802.11b cards. The driver works as a card service driver under the

Linuxtm PCMCIA system. Each card’s transmit rate was set to 1 Mb/s with the operation mode was

set to ad-hoc. We configured the cards to transmit on a unique channel (2.417 GHz) thereby avoiding

signal interference from other IEEE 802.11b devices in our lab. To limit the transmission range, we

wrapped each card with an anti-static bag 1. As a result, we managed to drop the transmission range

from 250 meters to approximately 10 meters. This enabled us to have a three hop network in our lab

and avoided the problem of locating the experiment in a large field.

Wireless Link

Migration Path

MH − Mobile Host

Node 3Node 2Node 1MH 1

MH 2

Figure 1: Testbed Topology

With reference to Figure 1, we had an application residing at MH2 that transmitted UDP packets

to the discard service of MH1. We then monitored the number of packets received and transmitted

as MH2 migrated between Node 1 and Node 3 and vice-versa. In addition to transmitting UDP

packets, we also performed file transfers using FTP between the notebooks. In our experiments no

other sessions were present and the traffic in our experiments consisted solely of that between the MHs

and routing messages. In one of our experiments, MH2 was moved from the vicinity of Node3 to that

of MH1. The purpose was to show the adaptive nature of the routing protocols where packets were

routed through the closest node to MH2. For example, in Figure 1 we see that MH2 is nearest to

Node3, which has a better signal quality compared to the other three nodes and therefore its packets

should be routed through Node3. Similarly, when MH2 is in the vicinity of Node1, it should route
1The anti-static wrapping did not alter the radio propagation properties of interest to this paper. The observed radio

propagation behavior of the testbed is consistent with that reported by [12].
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through Node1. To our surprise we found that MH2 did not route packets through the closest node,

but instead chose to route packets through a distant node with a lower hop count, i.e., using Node1

instead of Node3 when MH2 is near Node3. Further, we found that establishing a reliable route

that could carry data was almost impossible, and routing protocols spent the majority of their time

constructing routes.

As part of our experiments, we measured the signal level (signal to noise ratio (SNR)) of nodes in

our testbed. The SNRs were obtained by querying the Wavelan driver using Jean Tourrilhes’s iwspy

program [13]. The SNR measurements were collected by broadcasting ping messages and recording

the SNR of echo replies. Samples were recorded and averaged in groups of ten, and Figure 2 shows

a plot of the SNRs recorded. In Figure 2 the transmitter and receiver were closest at 8935 ticks,

shown by the high SNR. After that time, the distance between the two was increased resulting in the

observed drop in SNR. The key point to notice in Figure 2 is the presence dB of both small and large

scale fading effects. Rapid signal fading occurred frequently, and as the nodes moved further apart

the signal frequently dipped below the receiving range.

0

5

10

15

20

25

30

35

8920 8925 8930 8935 8940 8945 8950 8955 8960 8965 8970

S
ig

na
l Q

ua
lit

y 
(S

/N
)

Time (tics)

Node1-Sample

Figure 2: Signal Level Measurements from Our Testbed, Soft Partition Office.

3.1 Discussions and Observations

Our experiments have proven to be valuable in understanding the important issues in MANET. Some

important issues we encountered were:

1. Unreliable/Unstable links.

2. Unidirectional links.

3. Topology specific parameters.

4. Handoff and packet loss reduction.

The first and second link related issues result from the current MANET protocol development/testing

environments which appeared to consist almost entirely of simulation experiments using the simplified
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radio model. By observing two MANET routing protocols, rather than simulating them, we discov-

ered that the variability of networking conditions in the radio environment was such that the routing

protocols did not work well. We found that a threshold scheme (such as [14]) that filtered links with

signal strength below a given threshold enabled stable routes to be constructed.

The third issue pertaining to topology specific parameters was specific to the given routing protocol.

Having pre-configured parameters for a given topology was inappropriate given the inherent dynamic

nature of MANETs. Therefore, a method for adaptive adjustment of these parameters may be required

to enable better performance of MANET routing protocols across varying network sizes. Further, given

the constant and rapid fluctuations of SNR, the perceived transmission range may vary, thus dynamic

parameters were more appropriate.

On the fourth issue, currently proposed MANET routing protocols did not appear to consider

handoff, at least in the same way handoff occurs in a cellular network. In a MANET, routes will

break and new alternative routes will have to be used which may entail new route discovery processes.

The concept of handoff, from one route that has a high probability of near term breakage to another

route which is stable is a possible area for future research. This point ties in closely to the unreliable

links issue above where a node must continously monitor its link reliability to neighboring nodes and

“handoff” when a link is deemed unreliable.

4 Extending Ns-2 With a Realistic Radio Channel Model

4.1 Current Radio Model

Ns-2 [11] is a discrete event simulator developed by the VINT project at Lawrence Berkeley Lab (LBL),

Xeroxtm PARC, UCB and USC/ISI. The wireless and mobility extension of ns-2 was added by team

members of the Monarch project at Carnegie Mellon University’s computer science department. Radio

modules available in ns-2 (version ns-allinone-2.1b7a) include the Friis, 2-ray ground and Log-distance

(or shadow) path loss models. These models provide a measure of received power given transmitter

and receiver distance. Hence, they only describe large scale fading characteristics. Table 1 shows the

radio model parameters use in ns-2.

When a packet is transmitted in ns-2, the channel object (channel.cc) is called to handle the

transmission of the packet to each node in the simulation. When a packet is received, the channel

object iterates through all physical interfaces of nodes that are listening in on the given channel, and

each interface (or node) is scheduled to receive the transmitted packet based on the propagation delay

calculated (i.e., a factor of the distance between transmitter and receiver).

Upon receiving a packet from the channel object, nodes determine the reception power of the packet

based on the free-space models described previously (propagation.cc). Once the reception power of

the packet is determined, the packet is passed to the physical layer.

At the physical layer (wireless-phy.cc), the packet is passed to the MAC layer if the reception

power is above RXThresh . The MAC layer (mac-802 11.cc) then determines whether it is currently

in the idle state. If not, the MAC checks whether it is able to capture the packet successfully. The
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Parameters Value

Capture Threshold (CPThresh ) 10.0 (dB)

Carrier Sense Threshold (CSThresh ) 1.559e-11 (Watt)

Receive Threshold (RXThresh ) 3.652e-10 (Watt)

Transmission Power (Pt ) 0.2818 (Watt)

Frequency (freq ) 914 MHz

System Loss Factor (L) 1.0

Antenna Gain, Transmitter (Gt) 1.0

Antenna Gain, Receiver (Gr) 1.0

Table 1: Ns-2 radio model parameters, derived from the 914 MhZ Lucenttm Wavelan radio interface.

capture behavior implemented in ns-2 is as follows. If a node Na is currently receiving a packet at

signal level Pa (dB) and another signal from node Nb arrives at level Pb, the following comparison is

made to determine whether node Nb will capture the channel:

10 × log(Pa) − 10 × log(Pb) > CaptureThreshold (1)

where CaptureThreshold corresponds to 10.0 dB. A value of 10.0 dB is a conservative value given that

work by Ware et al. [15] has shown that a contending connection having only a SNR difference of 5

dB is able to capture the channel.

A log-normal shadowing model by Wei Yee comes with ns-2 distribution. To date there is no

published literature utilizing the log-normal path loss model in ns-2. In [8], the Ricean fading model

was developed and tested in ns-2. The goal of [8]’s implementation was to verify the correctness of

the model but was not used in the simulation of higher layer protocols.

4.2 Radio Propagation Models

Radio propagation is usually attributed to three mechanism: reflection, diffraction and scattering. If a

line of sight (LOS) exists between the transmitter and receiver (T-R), then reflection will dominate. On

the other hand, in an obstructed (OBS) scenario, diffraction and scattering will be the main cause of

inteference. Due to these characteristics, the channel varies rapidly with time and the user’s location.

Radio propagation modeling is concerned with link budget and time dispersion [16]. Link-budget

describes the amount of received power at a given T-R distance whereas time-dispersion models the

signal propagation delay of signals.

There are two types of fading, large-scale and small-scale fading. Large-scale fading correlates

to shadowing while small-scale fading correlates to multi-path propagation delays. In the following

sections, brief overviews of large scale and small scale fading are presented. This provides a foundation

to understanding the radio extensions added to ns-2 which will be discussed in Section 4.3
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4.2.1 Large-Scale Fading Models

Large-scale propagation models describe attenuation of transmitted signal over large T-R distances. A

well known model is the Friis model which describes power transfer between transmitter and receiver

over free space. Given the distance between the transmitter and receiver d, the expression for the Friis

model is as follows:

Pr(d) =
PtGtGrλ

2

(4π)2d2L
(2)

where Pt is the transmitted power, Gt and Gr (both having dimensionless quantities) are the antenna

gains of the transmitter and receiver respectively, λ is the wavelength and L describes the system loss

factor [5]. Friis model only takes into account line of sight (LOS) waves from the transmitter. A more

accurate model called the 2-ray ground model considers waves reflected from ground in addition to

LOS waves. The 2-ray model provides a more accurate model compared to Friis since waves naturally

reflect off surrounding objects. The expression for the 2-ray ground model is as follows:

Pr(d) = PtGtGr
h2

t h
2
r

d4
(3)

where ht and hr are the heights (in meter) of the transmitter and receiver from the ground respectively.

Path loss (PL) models describe the difference in transmitted and received signal strength given the

distance, d. The PL also denotes the local average received signal power [16]. A well known model

to describe the mean path loss given T-R distance is the 1
dn (or P (dB) = n log d) power loss model

[5], [17], [18]. The value of n also called the path loss exponent dictates the rate in which the signal

decays. For example, in the Friis and 2-ray models, the path loss is described as 1
d2 and 1

d4 respectively

not including antenna gains. Table 2 show example values of n for different scenarios [19]. As can be

seen from Table 2, this model allows us to model PL inside buildings, hence allowing us to perform

simulation studies of various indoor environments.

Environments n

Free Space 2

Urban area cellular/PCS 2.7 to 4.0

In building line of sight 1.6 to 1.8

Obstructed Building 4 to 6

Obstructed in factories 2 to 3

Table 2: n values for environments.

In [20], the 1
dn model was modified to:

PL(dB) = PL(d0) + 10n log d (4)

where PL(d0) is the path loss at reference distance d0. This modification takes into account antenna

performance which include antenna specific information. The reference distance is chosen to be in the

far-field of the antenna, where propagation can be considered to be close enough to the transmitter
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such that multipath and diffraction are negligible. d0 is usually 1m for indoor and 100m for outdoor

environments [19][5]. To calculate PL(d0), a free space path loss model is used to calculate the path

loss at the reference distance.

Through various impulse-response measurements [21][22][18][5], path loss has been shown to be

random and log-normally distributed. To take into account these characteristics, the log-distance path

loss model was developed to describe path loss at a measured location with similar T-R separation

but have different levels of clutter in the propagation path [5]. The log-distance path loss expression

to calculate the PL (in dB) for a given distance (d) is:

PL(d) = PL(d0) + 10nlog(
d

d0
) + Xσ (5)

where Xσ is a zero-mean Gaussian distributed random variable (in dB) with standard deviation σ

(also in dB). Example values for n and Xσ are 2.0 and 4.0 respectively, corresponding to path loss in

free space environments [5]. More examples of Xσ can be found in [5], page 127.

Figure 3 shows a plot of different values of n and Xσ. This model was used by Broch et al. [23] to

perform simulation studies of various routing protocols. For short distances between transmitter and

receiver, n = 2 was used while n = 4 was used for long distances between transmitter and receiver.

The crossover point in which n = 2 or n = 4 is applied is typically 100m for low-gain antennas of 1.5m

in height [5].
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Figure 3: Path loss given varying n and σ values.

The main problem with path loss models is that they relate propagation effects to just one pa-

rameter, the path loss exponent, n [19]. An extension to Equ. 5 was made by Seidel et al. [18] to

incorporate the effect of varying building type and variations caused by obstacles. The modified model

is as follows:

PL(d) = PL(d0) + 10nsf log(
d

d0
) + FAF (6)

where nsf is the exponent value for the “same floor” and FAF is the floor attenuation factor. FAF is

specific to a given building and is obtained through measurements. Example FAFs for an office building

are 12.9 dB when going through one floor, 18.7 dB through two floors, and 24.4 dB through three

floors. Since nsf and FAF are specific to the measured environment the model has to be recalibrated

for the intended environment.
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4.2.2 Small Scale Fading Models

In the previous section we saw how PL models described the mean signal strength at a given distance.

However, these models do not describe the rapid fluctuations of the received signal due to multi-path

fading shown in Figure 2. In an indoor environment, signals fade faster due to reflection, refraction

and scattering resulting in the transmitted signal taking multiple paths to the receiver. Each separate

path is attenuated depending on the passage taken. The combination of directed and out-of-phase

reflected waves at the receiver yields attenuated signals, a phenomena known as multi-path fading.

Multipath fading causes rapid changes in signal strength over a small area or time interval [5]. There

have been many studies involving modeling of indoor radio channels which can be classified into

either: statistical models or site specific models [24]. In this paper, site specific models (i.e., based on

ray-tracing techniques) will be omitted since they are computationally intensive and site specific.

In the following sections we look at how small-scale fading can be accurately simulated/modeled.

We only present the final form of each model, and we refer readers who are interested in the derivation

of these models to the appropriate references cited in each section.

Rayleigh Model

A common model used to describe small-scale fading is the Rayleigh distribution. The Rayleigh

probability density function (PDF) is given by:

Pr(r) =
r

σ2
exp

[
− r2

2σ2

]
, r ≥ 0 (7)

where σ is the Rayleigh parameter or the root mean square (RMS) of the received voltage signal before

envelope detection [5]. The cumulative distribution function (CDF) is given by:

Pr(r ≤ R) = 1 − exp

(
− R2

2σ2

)
(8)

The Rayleigh model is used widely and has been validated through empirical studies [12]. The main

limitation is that it assumes that all transmitted signals (i.e., multi-path signals) arriving at the

receiver are attenuated equally. In general in indoor environments where there is no LOS, Rayleigh

fading is assumed and Ricean fading otherwise.

As mentioned, the Rayleigh model describes the reception of N multipath waves at the receiver

having equal power. Given large N, it can be shown that through the central limit theorem that

the in-phase and quadrature components of the signal tend to be Gaussian of zero-mean. Thus, the

received signal, r(t) can be modeled using the following equation:

r(t) =
√

x(t)2 + y(t)2 (9)

where x(t) and y(t) are Gaussian random variables. The distribution of received signal can be shown

to have a Rayleigh distribution [5]. Figure 4 shows a plot (by multiplying r(t) with PL(d)) of Equ. 9

on the signal shown in Figure 3. In other words, in addition to large scale fading shown previously in

Figure 3, Figure 4 shows the effect of small scale fading. We see that Figure 4 now exhibits similar

signal characteristics to the SNR measurements plotted in Figure 2.
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4.3 Implementation

In our implementation of the Rayleigh model, Equ. 9 was used and implemented as a new class

(rayleigh.cc) The in-phase and quadrature components were generated using the Gaussian distribution

with zero mean and unity variance.

The log-normal link-budget model, Equ. 5, was used to calculate the mean signal strength at a

given T-R separation, i.e., the large scale fading component. Then, the Rayleigh model was used to

attenuate the signal strength. This attenuated signal was then passed back to ns-2’s physical layer

which then determined whether a packet can be received. Throughout our simulation, we use n = 2.4

Xσ = 9.6 corresponding to an office with soft partitions [5].

5 Performance of Ad-Hoc Routing Protocols

The following outline simulation results obtained when running AODV, DSDV and DSR over nodes

implemented with the Rayleigh fading model. To illustrate the effects of a realistic radio channel, we

used three different network topologies. The first experiment investigated the effect of varying the

distance between nodes on packet loss. For the second experiment we ran each routing protocol over

a static five node topology which investigated the behaviors of ad-hoc protocols in the presence of

transient links. In the third experiment we ran AODV, DSR and DSDV over a realistic simulation

topology consisted of five nodes moving around a grid size of NxN using the random way point mobility

model, where N represents the grid size in meters. Other simulation parameters were those shown in

Table 2.

5.1 Effects of T-R Separation

In this experiment we had two nodes being separated increasing further apart. One node was desig-

nated as the source and the other as the receiver. For each simulation runs, we increased the distance
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by five meters and we recorded the packet loss ratio. The routing protocol used was AODV2.
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Figure 5: Percentage packet loss with increasing distance between two nodes.

Figure 5 shows the results from the three simulations using the three models. The 2-ray ground

model has a cut-off point in packet reception which was around 15m. In the other models, we see that

packet reception was still possible however with higher packet loss. This agreed with our observations

from running AODV and DSDV on our testbed where reception of packets were possible outside the

transmission range but with varying probability of reception. Maltz et al. [25] also reported similar

behaviors during their experimentation with DSR. They found that there were able to receive packets

outside the specified range of their Wavelan cards. As we will show in the next section, the assumption

of a cut-off point in packet reception had adverse consequences on performance.

5.2 5 Nodes Topology (No Mobility)

Figure 6 shows the topology used to investigate the effects of small-scale fading model and its impact

on existing ad-hoc routing protocols. This topology was chosen to coincide with our testbed topology,

thus served as a point of reference in our simulation studies. More importantly, a simple topology

enabled us3 to gain a better understanding of the complex interactions between routing protocols and

transient links.

Initially we used the 2-ray ground model to gauge the minimum distance between nodes such that

each node was only within range of its immediate neighbors. This had the effect of reliably routing

packets successfully through all nodes since each node was able to hear its neighbors reliably. Figure 6

shows the “stable route” used. In our simulation runs of the 2-ray ground model, no packets were lost

and all packets were routed hop-by-hop through Node0 to Node4, in other words using the ”stable

route” shown in Figure 6. However, this behavior did not match practical experiences.

We will show that due to the use of the Rayleigh fading model, packets frequently traversed through

routes consisting of multiple transient links resulting in high packet lost and routing overheads. This

was a result of using hop count as the routing metric and not taking the stability of links when
2Other protocols exhibited similar results
3Including readers of this paper
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constructing routes. Moreover, due to feedback from route optimization packets, most often transient

routes were used as opposed to long-lived routes.

To show the effect of Rayleigh fading, we setup the following experiments. Node0 set to transmit

1000 packets from a CBR source to Node4 at a rate of 20KB/s. Each simulation ran for 1000 seconds

and was performed 10 times with the Rayleigh model. Note that the nodes in this experiment were

not mobile. This topology may not conform to other topologies widely used in MANET literature,

however in our case this topology simplified the analysis of routing protocol behavior in the presence

of frequent transient links. Similar behavior could be obtained where mobile nodes moved in and

out of each other’s transmission range with a given probability. However, this would have made the

analysis difficult since we would have had to ensure that the effects were not caused by mobility itself.

15m

0 1 2 43

"Unreliable Routes"

"Stable Route"

Figure 6: Five nodes topology separated 15m apart.

In each simulation run we collected the following information on a per-route 4 basis: (1) route

lifetime (network and receiver’s perspective), (2) number of successful and failed packet transmissions,

and (3) number of times a route was used. In simulations involving AODV and DSDV, the route

metric (i.e., hop count to the destination) was also logged. To record the path taken by a packet we

augmented the packet structure in the simulator to include an array containing nodes that the packet

had traversed. The array was then printed before the packet was dropped by the MAC layer of an

intermediate node or at the destination upon arrival.

The following sections explain further how each statistic were collected and calculated.

• Number of successful or failed packet transmission over routes of a given length. For exam-

ple, assume routes {0 1 4} and {0 2 4} have 10 packets transmitted successfully and 10 failed

transmission. Therefore, for routes of hop count two, we have 10 successful and 10 failed trans-

missions.

• The lifetime (or uptimes) of routes from the network and receiver’s point of view. The rationale

behind having two views was as follows. Take for example a router node-1 that tries to forward

on the route {0 1 2}. It discovers that link between node-1 and node-2 is down, therefore a

route error is sent back to the source by which time the link has reestablished. The source then

reconstructs a new route which happens to be {0 1 2}. If the receiver has been receiving through

route {0 1 2} previously, it may not know that route {0 1 2} has gone down. Hence, from the

receiver’s perspective the route {0 1 2} has not gone down, but from the router’s view route {0
1 2} may have gone down a number of times.

4E.g., {0 1 4}, {0 1 2 3 4}
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In our simulation, the route lifetime from the receiver’s point of view was computed as follows.

When packets arrived at the receiver, we recorded the time and the corresponding route. For

example, {route, simulation-time}. If the next packet arrived on a different route, the uptime of

the previous route was calculated as the difference between current time and time the last route

was instantiated. After that, a new entry containing the new route and the current time was

created.

The lifetime from the network’s view was calculated from when the route was established to when

a node’s MAC layer in the network drops a packet traversing a given route. The calculation

of network route lifetime was similar to what was described for the case of receiver’s view,

but instead the calculation was performed by forwarding nodes (or routers) as opposed to the

receiver.

From these metrics (lifetimes from two views) we quantified how many times a given route was

tried and failed. In DSR, a route tended to remain up but was not used when shorter routes

were present. For example, the “stable route” shown in Figure 6 would have been used initially.

If Node1 detected that it had a direct route to Node4 (i.e., Node1 can hear Node4’s HELLO

messages), it would send a RREP containing the shorter route {0,1 4} to Node0. In this case,

since no MAC error was generated, the “stable route” remained up albeit not in active use.

The above scenario was only true for DSR. In AODV only one route was used, therefore if a

route failed, no other routes were present, thus new RREQ messages were broadcast each time

a link on a route failed. For the same scenario, DSDV’s route lifetime from the network’s view

indicated that the route was down. Despite this packets were still forwarded using the failed

route given that routing tables were only updated periodically.

• The downtime has the converse meaning to a route’s up time as described previously. This

metric was calculated by taking the difference between the recorded time when the route went

down to the time when it came up again.

The downtime could also be estimated from the Rayleigh model using the average fading duration

and level crossing rates of a given channel [5]. However, since we were interested in the downtime

of an entire route instead of on a per-link basis, we did not derive downtime analytically.

• Per-route throughput (network and receiver’s perspective). When a route was first established,

we recorded the number of packets that arrived on the given route. This data was then averaged

over 10 simulation runs for each route.

The difference between the results obtained from the network and receiver’s point of view was as

follows. From the receiver’s view, the packet counter for a route stopped when a packet arrived

on a different route. From the network view, the packet counter stopped when any node along

the path detected an error, in other words the MAC layer of a node was unable to transmit to

the next hop.

An interesting statistic that could be collected was the probability of reusing a route. For example,

in local recovery it may have been possible to salvage some parts of a route. Take for example a source

14



forwarding a packet on the route {0 1 2 4}. When the link from Node2 to Node4 dies, Node2 might

decide to route through Node3 without tearing down the partial route {0 1 2}. We leave this for

future work.

5.2.1 Route Lifetime

The route lifetime measured how long a given route was up. As mentioned, there were two views to

this metric: receiver and network perspectives. This metric was important since the routing protocol

could end up choosing the same route after a route failure. From the receiver’s point of view, packets

may be arriving on the same route, thus the route would be deemed up. However, from the network’s

view, the route and have failed numerous times.

Tables 3 and 4 shows the route lifetime from the network and receiver’s level respectively. In Tables

3 and 4, we see that for DSDV and DSR the longer the route, the more reliable it was. Although

the route lifetime increased with hop count, we show in the next section that routing was mainly

performed on the shorter hop count, i.e., short-lived routes. Note that route lifetime does not reflect

the number of packets delivered, it only indicates the average lifetime of a route. For example, a rarely

used stable route could remain up for some time thereby resulting in high number of packets being

delivered, while at other times the rarely used route would die as soon as it was formed.

Hop Count 1 2 3 4

AODV None 0.12 0.58 0.14

DSDV 0.08 0.13 0.16 0.31

DSR 0.29 0.33 14.15 19.48

Table 3: Network’s perspective of route lifetime (in seconds) vs. Hop count

Hop Count 1 2 3 4

AODV None 189.67 412.99 267.89

DSDV 263.26 242.47 234.45 163.90

DSR 0.28 0.31 0.22 0.48

Table 4: Node 4’s perspective of route lifetime (in seconds) vs. Hop count

Intuitively the route lifetime should be less affected by fading with increased route length, however

this was not the case with the routing protocols investigated. This was mostly due to the preference of

shorter hop count routes. Thus, from both Table 3 and 4, one sees that the lifetime of higher hopcount

routes was not the highest with the exception of DSR. In DSR the longest route was often available

in the cache and rarely used. When choosing a route, DSR tried the shortest route first, and when a

route failed, the next shortest route was chosen. On occasion when the stable route was used, only

a few packets were transmitted through it before a node downstream informed the sending node of

a shorter route to the destination. From a destination’s perspectives (Table 4) the routes remained

short-lived regardless of route length.
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In DSR, when a packet transmission failed, a node’s cache was consulted and an alternative was

chosen. The source route in the packet was then changed to reflect the new route. This resulted in

a shorter route length from the receiver’s perspective. Referring to Figure 6, assume Node0 has a

source route of {0 1 3 4} to Node4. If a packet transmission error occurs at Node1 (link from Node1

and Node3 dies), assuming the route {1 4} is available in Node1’s cache, the source route header of

the packet is updated with the route {1 4}. From the receiver’s perspective, the packet arrived on a

one hop route, i.e., route {1 4}.
In Table 4 we see that the single hop route lifetime for DSDV was the highest. This was because

the route {0 4} was repeatedly used for packet transmission. However, this route had the lowest

lifetime from the network’s perspective (Table 3), lasting on average 0.08 seconds. This low value was

due to MAC layer feedback when a link died. In the case of route {0 4}, transient link occurrence

was the highest, thus link breakage was very likely. As the routes became longer, we see that route

breakage was less likely. However, due to the use of hop count as a route metric, there were less packets

traveling on longer routes. Note that, the lifetime shown in Table 3 does not reflect DSDV’s routing

table. Therefore, the one hop route existed in the routing table until the next update. The upside to

this is that the node continued to route packets over the broken link albeit with a high probability

of error. Another observation with DSDV was that the variety of routes to the destination was small

compared to AODV and DSR. This was attributed to the use of periodic updates where new routes

were only generated on a periodic basis 5 compared to on-demand protocols where each new route

could be generated with every new RREQs.

With AODV, the lifetime was at its maximum when the route length was three hops. These results

were obtained with HELLO messages turned on. This meant link breakages were only detected by the

loss of three succesive HELLO messages. In addition to detecting link breakage, the HELLO messages

also provided reachability information thereby enabling routes to be shortened. For example, assume

that the route {0 1 3 4} has been established. If Node0 hears HELLO message from Node4, Node0

concludes that it had a one hop link to Node4. Thus, the next packet will be transmitted over route

{0 4}.
We mentioned that the stable route (for topology shown in Figure 6) existed within node’s cache

in DSR. We observed that once all other routes in the cache had failed, the stable route was used.

However, its use was short lived due to the intermittent reception of RREPs from downstream nodes.

Given that the topology was static, we conjecture that an improvement could be made if tapping or

eavesdropping was disabled. This would prevent downstream nodes from supplying the source with

a shorter route. The use of HELLO messages in AODV has the same effect since they acted as a

feedback mechanism to any node in the network to shorten its route.

An examination of the trace data generated from our simulations, DSR had the highest number

of unique routes to the destination, followed by AODV and DSDV. DSR used the next shortest route

from its cache whenever a route failed. Since nodes along the path to the receiver cached different

permutations of routes to the destination, a variety of routes could be seen. Since AODV and DSDV
5In ns-2, whenever the MAC layer reported a transmission error, the corresponding link was not removed from the

routing table.
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do not maintain multiple routes to a given destination, the number of unique routes was less.

5.2.2 Packet Transmissions vs. Hop Count

Table 5 shows the number of packets transmitted over a given route length between Nodes 0 and

4. The main trend from Table 5 was that as the route became longer, fewer packets were dropped.

This was not suprising since routes with higher hop counts used hops of shorter length that were more

reliable. Unfortunately, the routing protocols attempts to minimize hop count resulted in the majority

of the packets being routed over shorter routes, with a route length of one or two hops.

Hop Count 1 2 3 4

DSDV 387 (4774) 1230 (4304) 429 (352) 39 (4)

AODV 0 (1061) 386 (3004) 1408 (621) 1132 (109)

DSR 1396 (1459) 6608 (1507) 2138 (667) 291 (42)

Table 5: Number of packet Success (Failed) Transmission vs. Hop count.

Due to duplicates the number of packets actually received was actually higher than those sent.

The likely cause of this was the loss of MAC acknowledgment packets. Further duplication was also

caused by the buffering of packets by routing protocols when a link-layer break was detected.

5.2.3 Throughput

This section examine how many packets were transmitted on average over a given route once when it

had been established. As before we present the results from the receiver and network’s perspectives.

Table 6 and 7 shows the results computed for each routing protocol.

Hop Count 1 2 3 4

DSDV 17.82 24.85 24.56 40

AODV None 32.78 152.21 227.4

DSR 2.32 2.31 2.33 2.35

Table 6: Average Throughput (in packets) Per-Route (End-User)

Hop Count 1 2 3 4

DSDV 1.10 1.31 1.74 2.2

AODV None 1.54 2.21 5.65

DSR 1.41 1.46 1.32 1.48

Table 7: Average Throughput (in packets) Per-Route (Network)

The DSR results above agreed with the route lifetime results shown in Tables 3 and 4 where

different route lengths had almost equal lifetimes and also throughput. We see that routes of three

and four hops resulted significantly in higher routes of one and two hops. From the network’s view,
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the throughput was much lower. Most routes once established were only able to route one to two

packets before they failed. The main conclusion from this obsevertion was that short routes were

torn down due to Rayleigh fading whereas longer routes were shortened when the routing protocols

detected route with a smaller hop count.

Protocol Min Route Max Route

DSDV 2 (0 3 4) 88 (0 2 3 4)

AODV 2 (0 2 3 4) 840 (0 2 3 4)

DSR 1 (0 1 4) 26 (0 1 3 4)

Table 8: Min and Max Value of packets routed over a given hop length route

Protocol Min Route Max Route

DSDV 1 (0 2 4) 10 (0 1 4)

AODV 1 (0 2 4) 39 (0 1 4)

DSR 1 (0 1 3 4) 19 (0 3 4)

Table 9: (Network) Min and Max Value of packets routed over a given hop length route

Tables 8 and 9 show the routes which carried the minimum and maximum number of packets.

In general, the throughput on a per-route basis favoured longer routes over shorter ones. From the

receiver’s perspective, most of the packets arrived over routes of three hops. Conversely from the

network’s view there was no “reliable” route that exhibited high throughput.

The average number of RREQs generated for the simulations in this section (no mobility) for

AODV, DSR and DSDV was 12.9, 640.1 and 213.1 respectively. Note that for DSDV we only recorded

the number of updates received by the source. AODV had the lowest number of RREQs due to its use

of HELLO messages to detect link breakage. However, when link-layer feedback was used the average

number of RREQs generated by AODV was 708.8. This high number of RREQs was partly due to

the frequent use of short-lived routes as shown in Table 5. DSDV required the fewest updates due

its use of periodic updates that were similar to AODV’s HELLO messages. The use of these periodic

mechanisms buffered the transient nature of the links going up and down. It should be noted that

this would likely impair protocol performance once mobility is introduced. DSR suppressed RREQ

transmissions by using its cached routes when available. Hence, delaying RREQ transmission until it

was absolutely necessary to do so. However, the use of eavesdropping of packet transmission meant

transient links were also recorded and sent to the source resulting in a cache consisting of stable and

unstable routes.

In summary, the above results showed that the interaction of Rayleigh fading with each of the

protocols resulted in transient links, poor performance, and increased routing overheads. In each

case (with the exception of DSDV) routes involving multiple transient links were torn down almost

immediately after they had been established.
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5.3 5 Nodes Topology (With Mobility)

The experiments reported in this section were done with 5 nodes migrating within a N ×N grid size.

The grid size was ranged from 10m to 100m in steps of 10m. The grid’s size relative to the number

of nodes was important since transmission to an arbitrary destination would only work if there was

connectivity between the nodes in the simulation. Previous simulation studies have aimed to highlight

their adaptability with an ever changing topology but under the assumption that the destination was

always reachable. In this experiment we showed the effect of the 2-ray ground and Rayleigh models

coupled with mobility.

In this experiment, each node established a connection to five other nodes and transmitted a con-

stant stream to them at 2Kb/s. From each simulation run we recorded the number of packets received

(excluding duplicates) and the number of RREQs generated. Then we compared the performance of

AODV, DSR and DSDV when using the Rayleigh and 2-ray ground radio models. Figures 7, 8, 9 and

10 shows the RREQs generated and the number of packets received respectively.
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Figure 7: Number of RREQs Transmitted: Rayleigh Model
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Figure 8: Number of RREQs Transmitted: 2-Ray Model

Figure 7 shows the number of RREQs generated as a function of grid size. As the nodes were likely

to move further and further apart due to increasing grid size, the likelihood of link failure increased

(as shown in Figure 5). In the 2-ray ground model case, a significant low number of RREQs was
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generated when compared to the Rayleigh model was used. As nodes moved further apart, nodes

became disconnected from each other and establishing routes to a given destination gradually became

impossible. We can see this behavior with DSDV where as node distance increased, the number of

routing table updates received decreased. AODV backs off for 10s (MAX RREQ TIMEOUT) after

it was sent three (RREQ RETRIES) RREQs. For large grid size, most nodes were in a backoff state

since they cannot establish a route to the destination.

An interesting observation was that for grid sizes between 10 and 60, the number RREQs generated

was actually much less with the Rayleigh model than for the 2-ray model. This effect was due to the

fact that the 2-ray ground model used had a hard cut-off point.
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Figure 9: Number of Packets Received: Rayleigh Model
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Figure 10: Number of RREQs Transmitted: 2-Ray Model

Figures 9 and 10 show the average number of packets received for both radio models. The main

point to note from both figures is that the number of packets received falls more sharply when the

2-ray ground model was used in comparison to when the Rayleigh model was used. The reason for this

was that when the Rayleigh model was used, a route could be established to a given destination even

though the route had a high chance of failing. This allowed a few packets to get through, possibly

after numerous RREQs.

The main observation from varying grid sizes was that the mobility pattern was important. How-
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ever, its impact on the performance of ad-hoc routing protocols may not be as significant when the

Rayleigh model was used. With the 2-ray ground model, the movement model had to ensure that

nodes remained in contact with each other long enough to route packets through. Provided the node

density was sufficiently high, there were numerous routes to any given destination. On other hand, if

the node density was lower, as in our case, all of these nodes had to be in range of each other.

Based on the performance metrics between 2-ray and Rayleigh with mobility, it was observed that

in the Rayleigh model, successful transmissions were usually over routes with hop count of one. This

implied that the combination of mobility and Rayleigh fading meant a reliable multi-hop route was

almost impossible. However, when the 2-ray ground radio model’s was used, the ability to form a

multi-hop route was only governed by mobility patterns and grid sizes.

5.4 Route Length on Performance

We concluded our experiments by investigating the effect of route length on throughput. The topology

used was similar to that in Figure 6, with the exception that the number of nodes between the source

and the receiver was increased by one after each set of simulation runs. Nodes were set 30m apart.

The experiments stopped when there were 10 nodes in the topology. Node0 was set to transmit 1000

packets to the furthest node from the source. For each run we measured the number of packets received

successfully and the number of route requests (updates for DSDV).
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Figure 11: Total Packets Received

The results here showed that as the route length grew, the likelihood of establishing an end-to-end

route became impossible when the Rayleigh model was used. This was because the routing protocols

preference of shorter hop count made it became increasingly likely there were multiple unreliable links

in each route. It would be beneficial to have a local retransmission scheme in such a scenario. The

downside was, with local retransmission, packets may not traverse the optimal path from source to

destination. For example, the packet may be forwarded upstream (toward the source) before taking

another route to the destination. Hence, packets were likely to remain in the network for a long time.

Nevertheless, we found that the existence of multiple paths as in DSR helped to reduce the need for

RREQs.
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Figure 12: Number of RREQs/Updates Transmitted

Figure 12 shows the aggressive nature of DSR when transmitting packets, as indicated by the

number of RREQs transmitted with increasing nodes. On the other hand, AODV had fewer RREQs

due to its damping mechanism that limited the number of RREQs sent at any given time interval.

From our simulations we found damping of RREQ messages had a negative impact on throughput.

As demonstrated by DSR, continuous RREQs helped keep the cache fresh with multiple routes to the

destination. Thereby increasing the chances of successful packets delivery.

6 Discussion

From the simulation studies we showed that the use of a 2-ray ground model did not result in simu-

lations that closely model real world deployment measurements. The 2-ray ground model makes the

assumption that a link with a length less than some threshold distance is reliable. Thus, the only

cause of link breakage is mobility when the nodes move beyond the threshold distance. This did not

reflect the observed link behavior in real environments. We further observed that the combination

of realistic Rayleigh fading, with MANET routing protocols which solely used hop count for route

selection was catastrophic. We demonstrated the need for an alternative route metric(s) that takes

into account link reliability as well as hop count. Ideally, the use of this route metric should result in

similar performance to when the 2-ray ground model is used with ad-hoc routing protocols.

We also observed from our simulation studies that the existing MANET routing protocols had

difficulty in converging to stable reliable routes. We have shown that this problem exists even when

a static topology is used. This poor performances was predominantly caused by the interaction of

transient links with the use of hop count. Each of the investigated protocols changed routes whenever

shorter ones became available regardless of the new routes likely lifetime. This resulted in a continuous

burst of route requests/errors messages in the network.

Of the three protocols simulated DSR had the highest number of delivered packets when compared

to AODV and DSDV. This was mainly due to the existence of multiple routes in each nodes’ cache.

Thus when a transmission on a given route failed, the node that detected the failure tried all other

routes in its cache before issuing a route error or new route request.
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DSDV showed the highest immunity to transient links due to its use of periodic updates. However,

it suffered from an inability to buffer packets when route failures occurred. One possible improvement

that could be made would be to enable buffering of packets when a link fails and to only send these

packets after receiving a new route update. Clearly, there would be a tradeoff between routing update

overheads and delivery latencies. Another approach would be to eavesdrop on the neighboring node’s

transmissions. If the link to the neighbor node comes up again, buffered packets can be forwarded

appropriately. Both of these approaches remain to be investigated.

AODV establishes an end-to-end routes where intermediate nodes maintained state pertaining to

a route, i.e., the interfaces leading to the source and receiver. Whenever a link died the source was

responsible for reconstructing the entire route. Consequently, route reconstruction was likely especially

when the route was established over numerous transient links. From the per-route throughput analysis,

we saw that the moment a long hop route was setup, it was torn down almost instantly. Hence, the

goodput of an established route in AODV was very low.

As the route length increased we determined that it was crucial that a stable route was established.

We also observed that the importance of stable routes increased as the paths became longer. Each of

the three protocols investigated performed poorly when used with paths involving more than a few

hops. High numbers of RREQs messages were generated under these conditions without convergence

to a route that could successfully carry packets for any non trivial period of time.

7 Conclusion

We have presented simulation results complementing our test-bed observations that reinforce the

importance of link reliability in MANET operations. Specifically, we have shown that hop based

MANET routing protocols perform poorly over transient links, and link fades lead to frequent lost

of connections that resemble node mobility. Amongst the protocols we experimented, DSR showed

the best performance compared to AODV and DSDV at the expense of increased overheads due to

its aggressive nature in acquiring routes and the retransmission of packets using cached routes when

active routes failed. AODV, however, required the source to perform route establishment whenever

link(s) on the established route failed. Our results showed that AODV required a significant amount

of time to establish a reliable route. When more than a few hops were required AODV had difficulty

establishing routes. On the other hand, DSDV was not as significantly affected by transient links when

compared to DSR and AODV. This was mainly due to its use of periodic updates. Since the routing

table did not reflect link failures until the next periodic update, numerous packets were forwarded on

the route specified in the table. Thereby enabling some of the packets to get through provided the

fade time of the link was short and the neighboring node was still within range.

The next step is to make use of the improved ns-2 simulator to study and develop suitable route

metrics that will enhance routing protocol’s performance and decide on a good metric to implement

on our test-bed. Example metrics we intend to investigate include those used by SSA [26], ABR [27],

and ETX [28]. Other possible route metrics are:
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• Fade time and level crossing rate (LCR). One avenue of research is the use of channel fade

time and LCR, both of which can be derived from the Rayleigh6 model. For example, a link is

considered reliable if it has very short fade time. Alternatively, the LCR may be used to predict

the likelihood of the link failing (i.e., probability of signal strength going below the receiving

threshold) before a packet is due to be transmitted.

• Bit error rates (BERs). This is closely tied to the previous point where a link that fades

frequently will exhibit high BERs. Therefore, a reliable link would be one with low BERs.

• Number of retransmissions at MAC level. In IEEE 802.11b, the current number of retransmis-

sions allowed is three. In this case, a reliable link might be one with zero retransmission. To

our knowledge, this statistic has not been made accessible by the various MAC layer implemen-

tations, hence its application may be limited.

• Signal strength threshold [14]. The basic idea with thresholding is to choose a link that has a

signal strength above a given threshold. This method was used on our testbed to ensure reliable

routes were chosen. Details of our thresholding implementation can be found in [6].
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