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Abstract— The proliferation of consumer devices with high
processing and storage capabilities has created a tremendous
demand for high-speed wireless networking. The IEEE 802.15.3
working group is tasked with developing key technologies to meet
these demands and has thus far standardized a new medium
access control (MAC) and is working towards standardizing a
new ultra wide-band (UWB) technology that offers data rates
in the order of hundreds of megabits per-second. This paper
provides an overview of this new MAC and highlight features
that make it suitable for high-rate multimedia applications. The
main contributions of this paper are the descriptions of key
problems and challenges related to the scheduling of time slots,
and the thorough reviews of state-of-the-art technologies that aim
to provide better support for variable bit-rate and transmission
control protocol traffic. Apart from that, we define various critical
problems facing the MAC and motivate future researchers and
implementors alike to carry out more intensive research so that
this promising MAC can be realized in consumer devices sooner.

I. INTRODUCTION

The ubiquity of consumer devices with high storage and
processing capacity enables the sharing or streaming of dif-
ferent media types, such as digital images and high quality
audio/video, from one device to another anywhere, anytime.
For example, a user might want to stream movies from his/her
personal computer to a high-definition television (HDTV). To
help realize this vision, the IEEE 802.15.3 working group
[1] is working on technologies targeted at enabling high-rate
multimedia applications in wireless personal area networks
(WPANs). These technologies include both medium access
control (MAC) and physical layer protocols that define a
WPAN as consisting of up to 245 devices operating over
an area of 10m2 [2]. The current 2.4 GHz physical layer
is capable of a maximum data rate of 55 Mb/s, although
this will change once a new ultra wide-band (UWB) physical
layer is standardized. With UWB, transmission rates of several
hundreds of megabits per-second will be possible.

The current IEEE 802.15.3 MAC offers excellent support
for real-time applications since it uses a connection-orientated
time division multiple access (TDMA) approach. Private time
slots, called channel time allocations (CTAs), are allocated
to isochronous streams in a contention free period (CTAP)

wherein the owner of a CTA has exclusive access to the
wireless medium.

The contention-free channel access, coupled with an effi-
cient delayed acknowledgment policy, provides high through-
put and low latency. However, although the IEEE 802.15.3
MAC offers a good foundation for building demanding mul-
timedia applications, several important features are still miss-
ing. Of particular, given the likelyhood of demanding QoS
requirements, are the scheduling algorithms that determine the
duration and position of CTAs within superframes.

This paper aims to highlight the key challenges and prob-
lems that face researchers and implementors alike when de-
signing scheduling algorithms for different types of multime-
dia traffic. Our focus will be on the particular problems con-
cerning the scheduling of CTAs for two popular traffic sources,
namely variable bit rate (VBR) video and transmission control
protocol (TCP) streams. We start by presenting an overview
of the IEEE 802.15.3 MAC in Section II where we review
key design features and show why this MAC is suitable for
supporting multimedia traffic in WPANs. Then, in sections III
and III-C, we describe the scheduling problems and issues that
need to be addressed before the IEEE 802.15.3 MAC can be
employed successfully. Further, we also briefly review current
research in each of the respective areas and advocate the
need for more work to be conducted on the general problem
of scheduling CTAs. We conclude this paper in Section IV
by motivating related problem areas and identifying future
research directions.

II. THE IEEE 802.15.3 MAC

A. Overview

Figure 1 shows an example of an IEEE 802.15.3 piconet that
exists within a home network. The network is formed in an ad-
hoc manner, where devices may join or leave the network at
any time. For example, a user may position wireless speakers
capable of receiving high quality audio streams around his/her
living room in order to obtain surround sound from his/her
Hi-Fi system or HDTV. In this type of network the IEEE
802.15.3 MAC offers fast connection time, ad-hoc network
configuration, QoS, security, and dynamic membership [2].



A key aspect of the IEEE 802.15.3 MAC is the reliance on
a piconet controller (PNC). Architecturally, the IEEE 802.15.3
MAC [2] uses a master and slave model whereby a PNC has
the job of coordinating channel access between devices, adver-
tising device capabilities and coordinating sleep and wake-up
schedules. Other PNC responsibilities include associating and
disassociating devices and managing coexistence with other
networks that share the same wireless spectrum. It is important
to note that the PNC does not forward traffic between devices;
an IEEE 802.15.3 WPAN is a peer-to-peer system wherein
devices transmit directly to a target device. The following
sections will explore some of these features in more detail.
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Fig. 1. Example of the IEEE 802.15.3 MAC being used to support home
devices.

B. Piconet Setup

A device is designated as the PNC based on a set of several
criteria, some of which include its preference for becoming
a PNC, whether it is receiving mains power, and its ability
to act as a security key originator. A device willing to take
on the role of a PNC starts by performing a scan of the
available channels. The aim being to ascertain which channel
has the lowest interference from other networks, such as an
802.11b WLAN or another piconet. Once a channel is deemed
to be clear, the device assumes the role of PNC and starts
broadcasting a beacon.

1) Beacon Format: As shown in Fig. 2, a beacon frame
contains two types of fields, namely piconet synchronization
parameters and information elements. These two fields inform
devices as to the duration of the superframe, the start and
end of different channel access periods, power management
coordination, and what time slots are allocated to what devices.
Tables I and II provide descriptions of the corresponding fields
that are available in a typical beacon message. All packets are
protected by a 32-bit CRC checksum.

The information elements (IEs) present in every beacon
frame provide additional information to all devices in the
piconet such as the location and frequency of CTAs that have
been allocated to a given stream. Table III provide a snapshot
of the available IEs.

C. Channel Access

Within a superframe, devices are provided with two methods
for accessing the wireless channel, namely the CAP and the
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Fig. 2. IEEE 802.15.3’s beacon format.

TABLE I

DESCRIPTION MAC HEADER

Field Description

Strm Idx This field identifies the stream corresponding to
this packet.

Frag Control Support for fragmented packets by identifying
fragment numbers.

SrcID and The source and destination addresses of this packet.
DestID Values such as 0x00 is reserved for the PNC,

0xFD for multicast, 0xFE for un-associated devices.
PNCID Unique identifier for the piconet.
Frame Control This field contains information such as protocol

version, frame type (e.g., acknowledgment or data),
and acknowledgment policy.

CTAP as shown in Figure 3. Note that both the CAP and
MCTAs are optional. Further, the CTAs do not have a fixed
duration, and the number of CTAs allocated per superframe is
dependent on the application.

Superframe M−1 Superframe M Superframe M+1

Beacon
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Fig. 3. The IEEE 802.15.3 superframe format.

The mechanism used to transmit a packet in the CAP is the
well-known carrier sense multiple access with collision avoid-
ance (CSMA/CA) where a device starts every transmission by
sensing the medium to determine if the medium is free. If
not, the device backs-off. The back-off process used requires
the device to choose a number between 0 and 3 which acts
as an index into an array with the following ordered values:

TABLE II

DESCRIPTION OF PICONET SYNCHRONIZATION PARAMETERS

Field Description

Time token A 48-bit roll-over counter incremented
in each beacon.

Superframe The duration of the superframe (max 65ms).
duration
CAP end-time The duration of the contention access

period (max 65ms)
Max TX power Defines the maximum transmission power (dBm)

allowed in the superframe.
Piconet mode Defines various modes used in the piconet.

For example, whether data is allowed in the CAP
and whether management, open or
association CTAs are used.

PNC response Defines the rate at which the
PNC allocates MCTA sltos.

PNC address Contains the PNC’s device address.



TABLE III

A SNAPSHOT OF INFORMATION ELEMENTS.

Field Description

Channel time This field identifies the source and destination
allocation addresses, stream index, location and duration

of a given CTA.
DEV association Used to notify the piconet of the joining or

leaving of devices.
Application Along with the vendor specific IE, this can be
specific used by implementors to customize the piconet.
Pending channel This field contains a map that informs the
time map indicated device to switch from power save

mode to an active state.
PNC handover This IE informs other devices information

regarding the new PNC, such as its address,
and beacon number which handover is to occur.

Capability This field identifies the capability of a device
if it takes on the role of a PNC. For example,
how many devices can associate with it,
and max transmission power.

7, 15, 1, and 63. The device then generates a random number
between 0 and the selected value, termed the back-off counter.
Once this value is obtained, the channel must be sensed as idle
for a pBackoffSlot1 time before the counter is decremented by
one. Once the counter reaches zero, the device is allowed to
transmit. Note that the counter is suspended outside the CAP.

Conversely, devices using the CTAP utilize the equally well-
known TDMA approach. For a device to receive its own
allocation of channel time, termed CTAs, it must request them
from the PNC by sending a Channel Time Request command
that specifies the amount of time that it desires. If the PNC
grants the request, that device then has exclusive rights to
transmit whenever its CTA occurs without needing to contend
for the channel. This saves the overheads and delays associated
with CSMA/CA, albeit at the cost that a device is now required
to inform the PNC of any changes it needs made to its CTA.

The CTA for a given device may be allocated in one
consecutive block or divided into several smaller allocations
that are spread throughout the superframe. Further, the PNC
has the option to designate CTAs as pseudo-static wherein the
PNC is not allowed to change their location for a given number
of superframes. This provides applications that require highly
deterministic channel access, such as constant bit rate (CBR)
sources, with a fixed periodic transmission schedule.

A feature currently being discussed as an amendment to
802.15.3 [3] is the ability for a CTA owner to relinquish its
CTA to another device. One use of this feature is to allow a
receiver to provide the sender with feedback on recent trans-
missions. For example, a TCP stream could use the relinquish
command to allow a receiver to send an acknowledgment
packet without having to wait for its own CTA to occur.
When a CTA is relinquished, the recipient may do with it
as it pleases, which includes using it to transmit in or passing
control to the original owner or another device. Although the
standard does define the mechanism by which CTAs can be
relinquished, it does not provide details on how to select which
target device should be given control. We show later how we

1A PHY specific parameter

can combine the StreamGroupID parameter with the ability
to relinquish CTAs to create a policy for selecting the target
device to handle multiple VBR streams.

In the IEEE 802.15.3 specification, there are two other
types of CTA, namely private and management CTAs. We will
elaborate more on private CTAs in Section II-F. Management
CTA (MCTA) are allocated by the PNC to enable the device to
send or receive command frames without needing to wait for
the CAP. The exact number of MCTAs is determined by the
PNC, although devices can request for a specific frequency of
MCTAs by sending a Channel Time Request command stating
the desired number and duration of MCTAs. We will show
later how MCTAs can be used by devices to notify the PNC
of additional traffic requirements.

D. Acknowledgment Policies

The IEEE 802.15.3 MAC offers three acknowledgment
policies, namely no acknowledgment (No-ACK), immediate
acknowledgment (Imme-ACK) and delayed acknowledgment
(Dly-ACK). When a flow uses the No-ACK policy, it is
implicitly assumed that all packet transmissions are successful.
In contrast, for a flow using the Imme-ACK policy, an explicit
acknowledgment is sent for every packet. Finally, the Dly-
ACK policy, used only in the CTAP, allows the transmission
of a burst of packets before the receiver is required to send
a group acknowledgment. For both the Imme-ACK and Dly-
ACK policies, the sending MAC waits for a retransmission
inter-frame spacing (RIFS) period, approximately 27µs, before
concluding that, in the Imme-ACK case, that the last trans-
mitted packet was lost, or, in the Dly-ACK case, not enough
packets have reached the receiver to trigger a group acknowl-
edgment. In both cases, the last transmitted packet is resent
and another RIFS timer started. Note that the IEEE 802.15.3
MAC specification specifies neither how many retransmissions
are allowed nor how long the MAC should try before giving
up.

E. Power Saving Modes

The IEEE 802.15.3 MAC supports three power save modes.
In the first two modes, piconet- and device- synchronized
power save modes, the PNC plays a central role in coordi-
nating the sleep and awake cycles of devices. The difference
between these two modes is that, in the first mode, devices’
sleep cycles are governed by the PNC. The PNC does this
by informing devices as to the beacon number or superframe
which they should be awake in to transmit/receive packets. A
device that missed a beacon will have to remain awake until
another beacon is received in order to re-synchronize itself
with other devices.

On the other hand, the second mode allows devices with
the same energy requirement to be grouped and thereby have
the same sleep/awake cycle. Devices query the PNC for these
groupings which they can then use to identify the most suitable
group to join. The PNC is then notified of the decision to join
the sleep/wake cycle of a chosen group.



The last power save mode, called asynchronous power save
mode, allows a device to sleep for a long period of time where
the only requirement is that a device renews its association
with the PNC before its association timeout period (max of
65ms) expires.

F. Co-existence

The IEEE 802.15.3 MAC has good support for mitigating
interferences caused by or to other piconets. The MAC sup-
ports three solutions. Firstly, when multiple piconets exist, they
can be arranged into a hierarchical structure through the use of
child PNCs or by requesting to be a neighbor piconet. In both
structures, a child PNC or the PNC of the neighboring network
operates as a regular PNC, but, rather than spontaneously
creating a piconet, both PNCs request a private CTA from
an existing PNC or parent PNC. The child/neighbor PNC then
uses this private CTA to create its own independent superframe
and issue its own beacons. A private CTA is similar to an
ordinary CTA but has the source and destination fields of the
request command both set to the requesting device’s address
as well as having its stream index set to zero. Although the
IEEE 802.15.3 MAC specification does not specify an explicit
limit to the number of child PNCs that a piconet can have,
the finite time available in a CTAP limits the depth of the
hierarchy given that each child PNC must be allocated some
channel time.

The second solution to mitigate interference is that a PNC
has the ability to scan and move its managed piconet to an
alternative channel. As mentioned in Section II-B, the PNC
must first scan for through all available channels using the
remote scan procedure and Channel Status Request command
in order to determine the best channel to start a piconet.

Finally, there are two means by which the transmission
power of devices can be controlled. Firstly, the PNC has the
ability to specify a maximum transmit power level that is to
be used in the CAP and in MCTAs. Secondly, each device
may request a corresponding device to modify its transmission
power via the Transmit Power Change command.

G. Multi-Rates Support

To date, there are two high-rate UWB physical layer tech-
nologies, namely DS-UWB [4] and MB-OFDM [5], that are
being considered by the IEEE 802.15.3a task group. These
physical layer technologies offer a wide range of data rates.
For example, the DS-UWB proposal offers data ranges from
28 Mbps to 1.3 Gbps.

The IEEE 802.15.3 MAC provides two ways for devices to
determine what data rates are supported. One is performed
during the association process where the PNC queries the
capabilities of the target device. Another is for a device to
send a Probe Request command to the device in question.
However, specific data rate adaptation algorithms that make
use of this command have been left to implementors.

III. SCHEDULING CTAS: PROBLEMS AND SOLUTIONS

The IEEE 802.15.3 MAC, in its current form, suffers
from several challenges pertaining to the support of high-

rate streams. Of particular importance to multimedia traffic is
that of the CTA scheduler since, unlike conventional TDMA
based schemes [6] that have fixed channel time durations, the
IEEE 802.15.3 MAC allows applications to request allocations
dynamic to their needs. Further, the application is allowed to
specify whether it wants these CTAs to occur in a super or
sub-rate manner. The former sees one or more CTAs occurring
every superframe whereas, in the later, CTAs occur every
other superframe. Complicating things even more is the fact
that the CTA scheduler at the PNC is able to position CTAs
arbitrarily within a superframe. Adding to these challenges is
the fact that devices are only notified of any CTA changes via
beacon messages, thereby making it difficult for the scheduler
or devices to make any changes to CTAs when a superframe
is in progress. The combined result is that the flexibility of the
802.15.3 MAC makes it non-trivial to efficiently meet delay
and jitter QoS requirements. Aside from wasting valuable “air-
time”, the worst case impact of a poorly designed schedular
would be that applications fail.

From the above, we see that there are multiple chal-
lenges that must be met before the promising IEEE 802.15.3
MAC can be deployed successfully. Unfortunately, the IEEE
802.15.3 MAC specification does not provide clear guidance
on how CTAs are to be allocated to different traffic types.
This paper therefore endeavors to fill this gap by providing
implementors and future researchers with an understanding
of the problem space, presenting some preliminary solutions,
and soliciting more research in this fertile research area. In the
following sections, we will present problems concerning the
scheduling of CTAs for VBR and TCP traffic. Note that we
will omit CBR traffic from our discussion because scheduling
CTAs for this type of traffic involves only the allocation of
pseudo-static CTAs at the required interval.

A. VBR Traffic
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Fig. 4. A snipet of a video trace.

A VBR stream is characterized by its peak and mean rates.
Fig. 4 shows an example of a video trace with differently sized
packets arriving over time. We see that, for optimum efficiency,
a scheduler would have to schedule CTAs of varying sizes
to be able take into account a stream’s varying frame sizes.
Also needing to be considered are the varying data rates and
acknowledgment policies that will affect the utilization of a
stream’s CTAs.

This means that in order to optimally manage the variability
in frame size exhibited by a typical VBR stream, different



sized CTAs would need to be used for each frame. Doing this
means that the scheduler at the PNC will have to adapt CTA
sizes and positions to ensure that the streams’ QoS require-
ments are met without consuming disproportionate channel
time for signalling. Note that for some video streams, the
variability of the traffic source can be smoothed by buffering
packets and waiting for the next CTA occurrence. This is
more likely to be acceptable when the superframe duration
is short since there would then be less time to wait until
the CTA re-occurs. However, the negative impact of using
short superframes is that higher overheads are incurred due
to the more frequent transmission of beacons. Therefore, a
VBR traffic scheduler’s main challenges are as follow:

1) CTA positions. Arranging CTAs with the aim of min-
imizing delay and jitter is made difficult due to the
need for real-time status information from devices. One
solution is to shorten the superframe duration and have
devices send modification requests to the PNC so that
their CTAs can be adjusted before the start of the next
superframe. However, this approach incurs high over-
heads and fails to exploit the statistical multiplexing that
is possible when multiple VBR flows are transmitted.

2) CTA sizes. In Fig. 4, we see that a stream will require
different CTA durations at different times in order to
efficiently transport the variably-sized video frames. If
the CTAs are too small, then there will be many frames
that need to wait until the next superframe before they
are transmitted. A simple solution will therefore be to
allocate CTAs based on a stream’s peak rate, thereby
ensuring that a flow will always have sufficient “air-
time”. Unfortunately, this solution will often be grossly
inefficient due to the poor utilization of CTAs.

3) Utilization. Due to the statistical nature of video streams,
the scheduler has to ensure that CTAs are allocated so
that each stream gets an appropriate amount of “air-
time”. This means the scheduler has to balance CTA du-
rations, positions, transmission rates, super-frame length,
super- or sub-rate allocations along with the flow’s delay,
jitter and throughput requirements.
In addition, to obtain high utilization, the MAC will need
to be aware of the data rates. The degree of this problem
is particularly serious given the tremendous range of data
rates offered by the proposed UWB phyiscal layer. For
example, ten packets of 512 bytes use approximately
40µs in “air-time” if they are transmitted at 1 Gbps,
although this dramatically increases to 1462µs if the
channel degrades to 28 Mbps.

B. State-of-the-Art

There has been very limited work concerning the support
of VBR flows in the IEEE 802.15.3 MAC. A work proposed
in [7] showed that the challenges of scheduling VBR traffic
can be addressed by making novel use of the IEEE 802.15.3b
MAC’s new Relinquish command [3] and StreamGroupID
features. The key idea here is that devices with pending
traffic can obtain additional “air-time” by sending the PNC

a request that expresses their interest in any under-utilized
forthcoming CTAs in the superframe. Once the owner of a
CTA finished transmitting or empties its queue, any remaining
time is handed over to the next stream or device, as determined
by the PNC. This means that the scheduler no longer needs
to be as concerned about allocating appropriately sized CTAs,
since devices can be over provisioned with the requirement
that these devices transfer any unused time-units, with the help
of the PNC, to the next deserving device.

Figure 5 shows the concept of VBR-MCTA in that open
MCTAs are scheduled by the PNC to precede each regular
CTA. At each open MCTA, devices send traffic information
describing their respective flows to the PNC. When the owner
of the forthcoming CTA has finished transmitting its data
packets, it then sends a Relinquish command to the PNC.
For example, in Fig. 5, Flow-2 has nothing to transmit so it
relinquishes the remainder of its CTA to the PNC. The PNC
then determines, from amongst the requests transmitted in the
preceding MCTA, which device should be given control of
the remainder of the CTA; Flow-1 in this example. Note that
the Relinquish command only concerns the current instance
of a CTA – it does not impact any subsequent occurrences in
future superframes.

B VBR−2VBR−2

Packets

MCA Slot

Superframe i

Flow−1

Time−1

Flow−3

VBR−1

Fig. 5. This figure depicts our idea conceptually; the label B refers to the
beacon message. We see that packets from Flow-1 are transmitted in Flow-2’s
CTA (or VBR-2), thus making full use of an under utilized CTA.

The decision as to which device gains control of a free CTA
can be based on several metrics, including examples such as
queue length, expiration time of the head-of-line packet, and
stream priority. Figure 6 shows the reduction in delay as a
result of using VBR-MCTA wherein queue length was used
to choose the winning device. We see that, as the number of
flows grow, the reduction in delay is higher since there will
be more CTAs that could potentially give an opportunity to
transmit in.

In a different work, Török et al. [8] introduce a hierar-
chical superframe whereby the PNC transmits mini-beacons
in addition to the regular beacon sent at the start of a
superframe. The mini-beacons solicit devices’ queue sizes
and provide additional CTAs for those devices that have
asked for extra time in the previous superframe. However,
the scheme proposed by the authors of [7] uses a superior
method to realize this concept. First, they do not transmit
mini-beacons and instead offer devices MCTAs that precede
each regular CTA. This approach is less complex and has
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lower signalling overheads. Second, the additional CTAs are
assigned immediately rather than having to wait for the next
superframe. Thirdly, their scheme facilitates sharing of CTAs
so it reduces the need to adapt a flow’s CTA durations and
positions. Finally, their solution is fully compatible with the
upcoming IEEE 802.15.3b specification [3].

C. TCP Traffic

TCP traffic poses a different set of problems to the sched-
uler. This is because the scheduler needs to ensure that the
allocated CTAs closely track a TCP flow’s congestion window
(cwnd) growth, lest an inappropriately sized CTA will lead
to slow congestion growth and under utilization. However,
this task is made more difficult given the fact that CTAs are
unidirectional. This means a TCP flow will require at least
two complimentary CTAs where one is for data packets and
the other is for acknowledgment packets.

Figure 7 shows a TCP flow with both sender and receiver
CTAs, also known as data and acknowledgment CTAs. Also
shown is the growth of the TCP’s cwnd (signified by the
number of packets transmitted) at each superframe cycle. The
main observation is that a significant amount of “air-time”
is wasted in the early stages of the TCP flow. For example,
at the beginning of the connection, we see that after sending
one packet the sender CTA becomes unused. The reason for
this gross under-utilization of CTAs is because, after sending a
cwnd of data packets, the sender has to wait until the receiver’s
CTA before it can obtain the acknowledgment packets it needs
to queue more data. After that, it will then need to wait until
its own CTA re-occurs in the next superframe before it is able
to transmit.

i=1

i=2

i=3

i=4

B

Superframe−i

..........

Data (5ms) ACK (5ms)

Fig. 7. Example of a TCP flow growing its congestion window in the CTAP.
Note that the time between the sender and receiver CTAs will depend on
superframe utilization.

For TCP traffic, a scheduler needs to consider the following
issues:

1) Sender and receiver CTAs ratio. This ratio will dictate
how quickly a TCP flow grows its cwnd. For every burst
of packets sent, there must be sufficient time allocated
in the receiver CTA for the returning acknowledgment
packets, otherwise the flow’s congestion window will be
limited by the receiver CTA.

2) Ordering of data and acknowledgment CTAs. It is im-
portant to ensure that a TCP sender obtains acknowledg-
ment packets quickly rather than having to wait for the
next superframe as this will reduce the rate at which the
cwnd grows. Therefore, each data CTA must be followed
by an acknowledgment CTA.

3) Position of data and acknowledgment CTAs. The posi-
tion of of both CTAs in the superframe will affect the
round trip-time observed by the sender. This may have
an effect on the value used for retransmission timeout.

4) TCP’s packet recovery. The scheduler will need to deal
with packet losses which result in the reduction of a
flow’s cwnd. In addition, the scheduler has to consider
the overheads of different acknowledgment policies as
well as the number of transmission attempts of each
policy.

D. State-of-the-Art

Thus far there is only one work that has investigated
different CTA strategies for TCP traffic [9]. The authors found
that allocating super-rate CTAs each having a duration that is
sufficient to transmit TCP’s maximum congestion window size
to be very beneficial since doing so avoids the problems result-
ing from a low slow-start threshold and maximum congestion
window, both of which degrade TCP’s throughput. Apart from
that, they found that the clock granularity of a given operating
system will determine whether CTA locations affect a TCP
flow’s sampled RTT and retransmission time out (RTO) values.
However, given that current TCP implementations use values
in the order of milliseconds and seconds for RTT and RTO
respectively, MAC scheduler developers should be free to
position CTA slots as they see fit, such as what is needed to
meet a co-existing real-time flows’ strict jitter requirements.
A warning is also given to developers that attempt to improve
TCP responsiveness by making RTT and RTO values too
small.

We like to point out that the Relinquish command which
is currently being standardized by the IEEE 802.15.3b [3]
working group, which is also employed by the VBR-MCTA
scheme [7], was designed to address the shortcomings of
TCP in the IEEE 802.15.3 MAC. The key idea is to enable
the sender to relinquish control of its CTA once all data
packets have been transmitted to the receiver, thereby allowing
the receiver to transmit any acknowledgment packets in the
same CTA. However, as shown in [9] this optimization is
unnecessary since allocating CTAs according to the current
maximum cwnd size values results in similar performance.

The above works have only considered the problem of
increasing cwnd growth quickly so that a TCP flow may utilize
the high-rates supported by the MAC. However, these solutions



are agnostic to TCP’s behavior when it encounters one or
more packet loss. Therefore, there may be opportunities for the
scheduler to resize data and acknowledgment CTAs whenever
one or more packets are dropped from a TCP stream. Apart
from that, no work has considered TCP flows emanating from
the wired network which will have different packet arrivals
thus needing different CTAs at different points in time.

IV. FUTURE CHALLENGES AND CONCLUSION

In this paper we have presented problems associated with
scheduling CTAs for VBR and TCP traffic. These problems
must be addressed before the IEEE 802.15.3 MAC can be
used by high rate multimedia applications. As evident from
existing literature, these problems are very new. In particular,
researchers have not investigated algorithms for maximizing
the number of flows within a superframe, i.e., how does the
scheduler pack CTAs efficiently in a way that maximizes the
number of streams within the piconet. Moreover, the scheduler
will have to balance the diverse CTA requirements of all
admitted streams as well as deal with the resident data rate
adaptation algorithm that exploits the wide range of data rates
provided by new UWB physical layer technologies.

In addition to the aforementioned problems, any CTA
scheduling will have to take into consideration the impact of
scheduling private CTAs. Private CTAs are usually scheduled
in a block which is then carved up by a child or neighbor
scheduler. Therefore, when a stream in either a child or
neighbor piconet requires super-rate CTAs, multiple private
CTAs may be allocated in the parent’s superframe. The effect
of this is that beacons will be transmitted at each of these
private CTAs. A better solution would be for the child or
neighbor PNC to send its beacon in the first private CTA that
describes the schedule of subsequent private CTAs without
having to broadcast additional beacons thereafter, however this
is outside the scope of the IEEE 802.15.3 specification.

Another problem due to private CTAs is as follows. An
audio and video stream in two different piconets may have
similar timing requirements resulting in overlapping CTAs,
thereby one of the streams may have to be dropped if it is
delay intolerant or incur additional delays and thereby increase
buffer usage whilst it waits for its CTA to occur. From these
examples, we can see that there needs to be some form of
coordination between the parent and child/neighbor schedulers
to ensure that the traffic requirements of streams in separate
piconets are met, and that the CTA sizes and positions can
be accommodated in the parent superframe, i.e., there are no
conflicting requirements that require overlapping CTAs.

Another problem facing the IEEE 802.15.3 MAC is cover-
age. In its current embodiment, the MAC assumes all devices
to be within each other’s transmission range. Unfortunately,
the only device that can be considered within range most of
the time is the PNC. Addressing this problem requires new
protocols to recruit devices willing to act as relays/bridges and
propagate reachability information. As a result, the channel
set up process will involve one or more relays/bridges, where
they are allocated CTAs for forwarding packets between a

sender and receiver that is out of each other’s transmission
range. Further, care has to be taken that these CTAs are
aligned or positioned one after another so that packets may
be routed with minimal delays. In this problem space, the
IEEE 802.15.5 working group has been chartered to provide
recommendations on extending the IEEE 802.15.3 MAC to
support mesh networking, i.e., the formation of multi hops
piconets. However, at this time of writing current proposals
have only considered replacing the entire IEEE 802.15.3 MAC,
and no proposals on scheduling CTAs across multi-hops or
meshed piconets have been tabled.

Another problem that plagues the IEEE 802.15.3 MAC is
the scenario where two or more piconets overlap each other,
but with the respective PNC out of each other’s transmission
range. Therefore, each PNC perceives the channel to be clear.
This scenario is likely to happen when two piconets start inde-
pendently or when another WPAN is brought into the vicinity
of an existing WPAN. This scenario becomes problematic
when the scheduler at each PNC allocates CTAs that overlap.
As a result, devices that are within the transmission range of
the two piconets and with overlapping CTAs will experience
collisions. To address these problems, various protocols are
needed. First, is a protocol to detect overlapping piconets.
Once these piconets are detected, another protocol could work
towards a merge piconet so all devices fall under the control
of one parent PNC, thereby ensuring that only one device
is transmitting at any point in time. Alternative solutions
will involve coordination between schedulers where signaling
messages will have to be relayed across devices that are in the
overlapping area. Another possible solution could be that one
of the piconets move to a different channel.

In conclusion we find that the IEEE 802.15.3 MAC in its
current form lacks key solutions to very important problems,
thus more research needs to be carried out. To this end, we
have highlighted preliminary works and provided research
directions and problem descriptions that hopefully will mo-
tivate future researchers to design cutting-edge solutions that
bring the IEEE 802.15.3 MAC closer to maturity so that we
consumers may enjoy high speed WPANs sooner.
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