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Programming Model

The key idea in Structured Streaming is to treat a live data stream as a
table that is being continuously appended

This leads to a new stream processing model that is very similar to a
batch processing model

Users can express the streaming computation as standard batch-like
guery as on a static table, and Spark runs it as an incremental query on
the unbounded Input Table

A new data item arriving on the stream is like a new row being
appended to Input Table

Data stream Unbounded Table
new datain the
data stream
R new rows appended
to a unboundedtable
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Programming Model

A query on the input will generate Result Table

Every trigger interval, let us say, every X seconds, the new rows get

appended to Input Table
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It will eventually updates Result Table

Whenever Result Table gets updated, we would want to write the
changed result rows to an external sink

Time

/Trigger: every 1 sec

1

2

Input

Result

Output

complete mode
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Programming Model

A complete process

nc
cat dog dog
owl cat
dog dog owl
. 1 2 3
Time | | I >
4 4 4
Input catdog | data up catdog | data up catdog | data up
Unbounded dogdog | to t=1 dogdog | to t=2 dogdog | to t=3
table of all input e o
‘ dog
owl
word count query l
Y
Result cat |1 resultup cat |2 resultup cat 2| result up
dog |3 to t=1 dog |3 | to t=2 D8 |4 tot=3
Table Of owl |1 owl |2
word counts l l
Output & & &
Complete Mode print all the counts to console
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Input Source

Structured Streaming is based on creating streaming DataFrames

Streaming DataFrames can be created through the DatastreamReader
interface returned by SparkSession.readStream()

Structured Streaming may have the followign data sources
- File source: it reads files written in a directory as a stream of data
- Kafka source: it reads data from Kafka
- Socket source: it reads text data from a socket connection

- Rate source: it generates data at the specified number of rows per second, each
output row contains a timestamp and value

- Rate Per Micro-Batch source: it generates data at the specified number of rows
per micro-batch, each output row contains a timestamp and value

In HTML view press 'p' to see the lecture notes
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Starting Stream Queries

To start the streaming computation we use Dataframe.writeStream()
method

One or more of the following details must be provided

Details of the output sink: data format, location, etc.

Output mode: what gets written to the output sink

Query name: unique name of the query for identification (optional)
Trigger interval: trigger interval (optional)

Checkpoint location: location where the system will write all the checkpoint
information (optional)

In HTML view press 'p' to see the lecture notes
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Output Modes

Output from stream processing is what gets written out to the persistent
storage

Output can be one of the following modes

- Complete Mode: the entire updated Result Table is written to the external
storage

- Append Mode: only the new rows appended to the Result Table since the last
trigger activation are written to the external storage

- Update Mode: only the rows that were updated in the Result Table since the
last trigger are written to the external storage

Event-time is the time embedded in the data itself

It is possible to operate on event-time, for example, to get the number
of events generated by loT devices every minute

Each event from the devices is a row in the table, and event-time is a
column value in the row

Watermarking is used to specify the threshold of late data and it allows
clean up old states

In HTML view press 'p' to see the lecture notes
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Output Sinks

There are a few types of built-in output sinks

File sink: stores the output to a directory

File sink
writeStream.format("parquet").option("path", "path/to/destination/dir").start()
// format can be "orc", "json", "csv", etc.
Kafka sink: stores the output to one or more topics in Kafka
Kafka sink

writeStream.format("kafka").option("kafka.bootstrap.servers", "hostl:portl,host2:port2")
.option("topic", "updates").start()

Foreach sink: runs arbitrary computation on the records in the output

Foreach sink
writeStream.foreach(...).start()

Console sink: prints the output to the console/stdoutfor every activation
of a trigger, supports Append and Complete output modes

Console sink
writeStream.format("console").start()

In HTML view press 'p' to see the lecture notes
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Output Sinks

Memory sink: outputs the results memory as an in-memory table,
supports Append and Complete output modes

Memory sink
writeStream.format("memory").queryName("tableName").start()
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Sample Structured Stream Processing

Assume that we want to count the number of words in text data received
from a data server listening on a TCP socket

Import SparkSession and string processing functions explode and
split

Import SparkSession and functions
from pyspark.sql import SparkSession
from pyspark.sql.functions import explode
from pyspark.sql.functions import split

Create SparkSession

Create SparkSession
spark = SparkSession.builder.appName("StructuredNetworkWordCount").getOrCreate()

Create RDD lines representing the stream of input lines from
connection to localhost:9999

Create DataFrame
lines = spark.readStream.format("socket").option("host", "localhost").option("port", 9999). load()

In HTML view press 'p' to see the lecture notes
TOP Created by Janusz R. Getta, [SIT312/ISIT912 Big Data Management, Spring, 2026 16/44

16 of 44 15/7/2026, 8:07 pm



Spark Structured Streaming file:///Users/jrg/HD1/312-2026/SLIDES/WEEK12/24structuredstreaming/24structuredstreami...

Sample Structured Stream Processing

Split the lines into words

Split the lines
words = lines.select( explode( split(lines.value, " ") ).alias("word") )

Count the words

Count the words
wordCounts = words.groupBy("word").count()

Start running the query that prints the running counts to the console

Print running counts
query = wordCounts.writeStream.outputMode("complete").format("console").start()

Wait for query termination

Wait for termination
query.awaitTermination()
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Sample Structured Stream Processing

The input is simulated by Netcat (a small utility found in most Unix-like
systems) as a data server

Starting Netcat
nc -1k 9999

In a diferent terminal start a sample stream processing application

Starting Netcat
./bin/spark—-submit examples/src/main/python/sql/streaming/structured_network_wordcount.py localhost 9999

In Netcat window we type first ...

Input data
abc def
... and later on again
Input data
abc def
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Sample Structured Stream Processing

Then we could see the following output in an application Terminal

Results from stream processing

Batch: @

+———— +
|word|count|
Fm———t———— +
e +
Batch: 1

Fm———t +

|word|count|

o +
| abc]| 1]
| def] 1]
e +
Batch: 2

et +

|word|count|
e +
| abc]| 2]
| def| 2]

ot +
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Sample Structured Stream Processing

Assume that instead of words we would like to count the numbers
greater or equal 100 coming as an input stream of numbers

Import SparkSession

Import SparkSession
from pyspark.sql import SparkSession

Create SparkSession

Create SparkSession
spark = SparkSession.builder.appName("StructuredNetworkWordCount").getOrCreate()

Create DataFrame socketDF representing the stream of input numbers
from connection to localhost:9999

Create DataFrame
socketDF = spark.readStream.format("socket").option("host", "localhost").option("port", 9999).load()
numbers = socketDF.select(socketDF.value.cast("Int").alias("number"))

Create DataFrame numbersgel00

Create DataFrame
numbersgel@0= numbers.filter(numbers.number>=100)
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Sample Structured Stream Processing

Count the numbers greater or equal 100

Counting
numberCounts = numbersgel@@.groupBy("number").count()

Start running the query that prints the running counts to the console

Print running counts
query = numberCounts.writeStream.outputMode("complete").format("console").start()

In HTML view press 'p' to see the lecture notes
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Sample Structured Stream Processing

Assume that we would like to process a stream of files inserted into a
given folder

Each file consists of lines with numbers

Import SparkSession and StructType

Import SparkSession and StructType
from pyspark.sql import SparkSession

from pyspark.sql.functions import StructType

Create SparkSession

Create SparkSession
spark = SparkSession.builder.appName("StructuredNetworkWordCount").getOrCreate()

Create userSchema

Create userSchema
userSchema = StructType().add("number", "integer")
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Sample Structured Stream Processing

Create DataFrame csvDF representing a stream of csv files inserted into
a folder /user/bigdata

Create DataFrame
csvDF = spark.readStream.schema(userSchema).csv('"/user/bigdata")

Count the numbers in each file inserted into a folder /user/bigdata

Counting
numberCounts = csvDF.groupBy (" number").count()

Start running the query that prints the running counts to the console

Print running counts
query = numberCounts.writeStream.outputMode("complete").format("console").start()
In HTML view press 'p' to see the lecture notes
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Operations on Streaming DataFrames

Basic Operations - Selection, Projection, Aggregation

Create DataFrame
df = ... # streaming DataFrame with IOT device data with schema
{ device: string, deviceType: string, signal: double, time: DateType }

Select the devices which have signal more than 10

I df.select("device").where("signal > 10") Select

Running count of the number of updates for each device type

I df.groupBy("deviceType").count() Grouping

Registering a streaming DataFrame/Dataset as a temporary view and
then applying SQL

Temporary view
df.createOrReplaceTempView("updates")
spark.sql("select count(x) from updates")

Checking if DataFrame is streaming

I df.isStreaming() Streaming ?
In HTML view press 'p' to see the lecture notes
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Operations on Streaming DataFrames

Assume that we would like to process a stream of files inserted into a
given folder

Each file consists of lines with names and grades separated with a
comma

James, 20 Sample file
Alice,55

Harry, @

Charlie, 99

Import SparkSession and StructType
Import SparkSession and StructType

from pyspark.sql import SparkSession
from pyspark.sql.functions import StructType

Create SparkSession

Create SparkSession
spark = SparkSession.builder.appName("StructuredNetworkWordCount").getOrCreate()
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Operations on Streaming DataFrames

Create userSchema

I userSchema = StructType().add("name", "string").add("score", "integer") Create userSchema

Create DataFrame gradesDF representing a stream of csv files inserted
into a folder /user/bigdata

I gradesDF = spark.readStream.schema(userSchema).csv("/user/bigdata") Create DataFrame

Create a temporary view grades of DataFrame gradesDF

I gradesDF.createOrReplaceTempView(''grades") Create DataFrame

Use SQL to create a Dataframe with the counter of grades, maximum,
minium, and average grade

Create DataFrame
sqlDF=spark.sql("select count(x), max(score), min(score), avg(score) from grades")

Start running the query that prints the running counts to the console

Print running counts
query = sqlDF.writeStream.outputMode('"complete").format("console").start()
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Operations on Streaming DataFrames

Sample results

Results

Batch: @

|count (1) |max(score) |min(score) |avg(score) |

| 2| 55 20| 37.5]

Batch: 1

|count (1) |max(score) |min(score) |avg(score) |

| 4] 99| 0| 43.5|

Batch: 2

|count(1) [max(score) [min(score) |avg(score) |

| 6] 99| 0] 41.5]
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Window Operations on Event Time

In a simple grouped aggregation, aggregate values like for example
counts, are maintained for each unique value in the user-specified

grouping column

In a case of window-based aggregations, aggregate values are
maintained for each window the event-time of a row falls into

For example we want to count words within 10 minute windows,

updating every 5 minutes

12:02 | catdog 12:11 | dog
lnPUt Stream 12:03 | dogdog 1207 | owlcat 12:13 owl
. 12:00 12:05 12:10 12:15
Time —_
12:00-12:10 | cat | 1 12:00-12:10 | cat | 2 12:00-12:10 | cat | 2
12:00-12:10 | dog | 3 12:00-12:10 | dog | 3 12:00-12:10 | dog | 3
Result Tables 12:00-12:10 | owl | 1 12:00-12:10 | owl | 1
after 5 minute triggers 12:05-12:15 | cat | 1 12:05-12:15 | cat | 1
12:05-12:15 | owl | 1 12:05-12:15 |owl | 2
) . 12:05-12:15 | dog | 1
counts incremented for windows 1210-1220 | dog | 1
12:00-12:10 and 12:05 - 12:15
12:10-12:20 [owl | 1
. . counts incremented for windows
WI ndowed Grouped Aggregatlon 12:05-12:15and 12:10 - 12:20

with 10 min windows, sliding every 5 mins
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Window Operations on Event Time

In window-based aggregation it is possible to use groupBy () and
window () operations

Creating streaming DataFrame
words = ... # streaming DataFrame of schema { timestamp: Timestamp, word: String }

Grouping data by window and word
windowedCounts = words.groupBy(window(words.timestamp,
"10 minutes", "5 minutes"),
words.word).count()
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What happens if one of the events arrives late to the application ?

Late data can be used to update the past aggregations

12:02 | catdog

Input Stream 1203 | dogdog

12:00

late data that was generated
at 12:04 but arrived at 12:11

12:04  dog
12:13 owl

12:07 = owlcat

12:15

Time ———i——g

12:00-12:10 | cat

12:00- 12:10 | dog | 3

12:00- 12:10 | cat
12:00-12:10 | dog

12:00-12:10 | cat
12:00 - 12:10 | dog

Result Tables
after 5 minute triggers

Late data handlingin
Windowed Grouped Aggregation
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12:05-12:15 | cat
12:05-12:15 | owl

12:00-12:10 | owl
12:05-12:15 | cat
12:05-12:15 | owl
12:10- 12:20 | owl

iRl |lwN

HIN|FI= BN

counts incremented only for
window 12:00 - 12:10
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Watermarking

Keeping old data for a very long time is not possible due to the transient
memory limitations

Watermarking allows to track the current event time in the data and
attempt to clean up old aggregations

A watermark of a query determines an event time column and the
threshold on how late the data is expected to be in terms of event time

For example, if a window ends at time T, the system maintains state and
allow late data to update the state until (max event time seen by
the engine - late threshold > T)

Late data within the threshold are aggregated, but data later than the
threshold are dropped
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Watermarking

In the example below the threshold of how late is the data allowed to be
is set to 10 minutes

Creating streaming DataFrame
words =

# streaming DataFrame of schema { timestamp: Timestamp, word: String }

Grouping data by window and word

windowedCounts = words.withWatermark("timestamp", "10 minutes").groupBy(
window(words.timestamp, "10 minutes'", "5 minutes"),
words.word).count()

If a query is run in Update output mode, the system keeps updating
counts of a window in the Result Table until the window is older than the
watermark
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Watermarking

Update mode
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12:20? : Data as (event time, word) ....*M'Z'LOM
() Data late but within watermark
O Data too late outside watermark 12:17 owl
& 1215 : :
€ : VMVax eventktlme seen till now P ; sees 13705 cat
= ___ Watermark = 12014, dog Q . )
b= max event time - late threshold| = 12:13, owl intermediate state
. K for 12:00 - 12:10
Q 1210 ‘ wm =12:21-10m =12:11 Fdropped as
i T ¢ 12:09, cat @) watermark > 12:10
12:08, owl 12:08,dog
12:07,dog )
12:05 watermark updated
every trigger using laFe wm = 12:14 - 10m = 12:04 12:04, donkey data too late,
threshold = 10 min ignored in counts
12:00 >
: 12:05 12:10 12:15 12:20 12:25
Processmg fime 12:00- 12:10 jowl| 1 12:00- 12:10 Jowl|1 12:00- 12:10 Jowl|1 table not
. . o -00- 12: 00 - . A :00- . W :00- 4 oW .
with 5 min triggers o 12007 1210 jowlj1 " updated with
12:00- 12:10 (dog| 1 12:00- 12:10 |dog] 1 12:00- 12:10 |dog| 2 12:00- 12:10 |[dog|2 too late data
12:05-12:15 |owl| 1 12:00- 12:10 |cat |1 12:00- 12:10 |cat|1 12:00- 12:10 |cat|1 (12:04 donkey)
12:05- 12:15 dogll 12:05- 12:15 fowl| 1 12:05- 12:15 |owl|2 12:05- 12:15 fowl|2
Result Tables after each trigger 12:05-12:15 dog2| | 12:05-12:15dogi3| [ 12:05- 12:15 dog|3
12:05- 12:15 |cat |1 12:05- 12:15 |cat|2 12:05- 12:15 |cat|2
12:10- 12:20 dog| 1 12:10- 12:20 |dog| 1 12:10- 1220 ldogl1| table updated
purple rows are updated rows that 12:10-1220 |cat|1 — “ﬂl i V\{|2t:l7ate dlata
are written to the sink as output 12:10- 12:20 jowl| 1 12:10- 12:20 jowl|2| (12:17, owl)
Watermarking in Windowed
Grouped Aggregation with Update Mode
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Watermarking

Append mode

A
12:25 122
12:20 Data as (event time, word) _,_'O
) Data late but within watermark
O Data too late outside watermark 12:17, ow
@ ' .
& 12:15 *=** Maxeventtimeseentillnow |~ - . 13795 cat
= ___ Watermark = 12414, dog o ®
€ max event time -- late threshold 12:13, owl
L 1210
L > t )
..... 2 12:08, cat
12:08, ow 12:08, dog
2:07,d
12:05 0
12:14-1 12:04 12:04,do “t\a\ datatoo late,
ignored in counts
12:00 12:05 12:10 12:15 12:20 12:25 12:30
Processing Time
with 5 min triggers partial counts for window 12:00 - 12:10 maintained as internal 12:00-12:10 jowl|1 2:00 owlj1
state while waiting for late data, so not yet added to result table 12:00- 12:10 |cat (1 :00 t |1
12:00-12:10 quZ 12:00- 12:10 |dog|2
final counts for 12:00 - 12:10 added to table 12:05- 12:15 owl|2
when watermark > 12:10, late data counted, DAt b (e
and intermediate state for window dropped 12:05-12:15 [dogl3
Watermarking in Windowed Result Tables after
Grouped Aggregation with Append Mode each trigger
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Structured Streaming

Outline

Programming Model

Input Sources

Starting Stream Queries

Output Modes

Output Sinks

Sample Structured Stream Processing

Operations on Streaming DataFrames

Window Operations on Event Time

Handling Late Data

Watermarking

Types of Time Window
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Types of Time Window

Spark supports three types of time windows: tumbling (fixed), sliding
and session

Tumbling Windows (5 mins)

12100 12{05 12:10 12}15 1220 &

Time

Sliding Windows (10 mins, slide 5 mins)

Time _12/00 1205 1210 12:15 12:20

A\ 4

Session Windows (gap duration 5 mins)

Time _12:00 L 12:05 _ 12110 12415 12120 | |
12:04 12:09 12:14 p 12:22

' |

| |

Session closed at 12:09+ 5mins =12:14  Session closed at 12:15+ 5mins =12:20
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Types of Time Window

Tumbling windows are a series of fixed-sized, non-overlapping and
contiguous time intervals

Sliding windows are “fixed-sized”, but windows can overlap if the
duration of slide is smaller than the duration of window, and in this case
an input can be bound to the multiple windows

Tumbling and sliding window use window function

Session windows have have a dynamic size of the window length,
depending on the inputs

A session window starts with an input, and expands itself if following
input has been received within gap duration

For static gap duration, a session window closes when there’s no input
received within gap duration after receiving the latest input
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Types of Time Window

Session window uses session window function

Creating streaming DataFrame
events = # streaming DataFrame of schema {timestamp: Timestamp, userId: String}

Group the data by session window and userId, and compute the count of each group
sessionizedCounts = events.withWatermark("timestamp", "10 minutes").groupBy/(
session_window(events.timestamp, "5 minutes"),
events.userId).count()

It is possible to provide an expression to specify gap duration
dynamically based on the input row

With dynamic gap duration, the closing of a session window does not
depend on the latest input anymore

A session window's range is the union of all events’ ranges which are
determined by event start time and evaluated gap duration during the
query execution
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Types of Time Window

A session window's range is the union of all events’ ranges which are

determined by event start time and evaluated gap duration during the
guery execution

I from pyspark.sql import functions as sf Import sf
Creating streaming DataFrame
events = ... # streaming DataFrame of schema { timestamp: Timestamp, userId: String }
session_window = session_window(events.timestamp, Creating a session_window
sf.when(events.userId == "userl", "5 seconds")
.when(events.userId == "user2", "20 seconds")

.otherwise("5 minutes"))

# Group the data by session window and userId, and compute the count of each group
sessionizedCounts = events \

.withWatermark("timestamp", "10 minutes") \
.groupBy (

session_window,

events.userld) \
.count()
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