
Math 321 Lecture 8

An Introduction to Monte Carlo Methods.

Numerical evaluation of multidimensional integrals, which are required in areas such as statis-
tical physics and financial mathematics, raises new issues.

For low dimensional integrals, we might like to use a product rule, eg∫ 1

0
dx2

∫ 1

0
dx1 f(x1, x2) =

∑
i

∑
j

wiwjF (xi, xj) (1)

Applying the same approach to a 20 dimensional integral, using just a 3 point Gaussian rule
in each variable, would require 320 ≈ 109 function evaluations. We are likely to turn instead to
the Monte Carlo estimate of the M dimensional integral

I(f) ≈ (1/N)
N∑

i=1

f(x1,i, x2,i, . . . , xM,i) (2)

where each of the xj,i is selected using a psuedo-random number generator.

The difference between the product rule approach to integration and the Monte Carlo approach
is stark as the dimensionality of the integral increases. The behaviour of the worst case error
is revealing. If we imagine that

F (x1, . . . , xM ) = g(x1),

that is to say that the multidimensional function is just a function of one variable, the error after
109 function evaluations is no better than it could have been with just 3 function evaluations
- a somewhat depressing result.

For the Monte Carlo method, we have different types of error results. The expectation value of
the function F is calculated from

E(F ) ≈ 1
N

N∑
i=1

F (xi)

with an error term ∼ σ(F ) N−
1
2 where σ(F ) is the variance of F over the volume of integration.

Such Monte Carlo estimates are not without their own problems:

1. Estimates of the integral from different random sequences are different.

2. Generating the random sequences may be difficult for complex volumes of integration.

3. The error dependence ∼ N−
1
2 may be unacceptably slow.

In the last few years, some techniques have been devised to attack the slow decay of the classical
Monte Carlo error, with names such as quasi-Monte Carlo techniques, lattice integration, and
minimum discrepancy sequences. As the names suggest, these methods are attempting to
replace the generation of psuedo-random sequences by more deterministic sequences able to
take advantage of the particular integrands being computed.

A psuedo-random number generator is a software subroutine which generates successive
floating point numbers ξi in the interval (0, 1) as though those numbers were being picked at
random. Of course, they are being generated by an algorithm, which is why they are called
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psuedo-random. In computer programs, we want the possibility of generating as long a sequence
without repetition as possible. In addition, we want the sequence to obey all the properties that
we would associate with a random sequence - such things as the expected number of psudo-
random numbers ξi ≤ 0.5 to be equal to the expected number with ξi ≥ 0.5, as we would expect
with heads and tails if we were tossing a coin, and any number of other tests. An excellent
reference to random number generation is Knuth(19 ). Work continues on producing new
generators as computers get faster, wordlengths get longer, and simulations are run in parallel
on more than one processor. The statistical quality of the sequence of numbers generated by
the random number generator is an essential ingredient of Monte Carlo simulation, so you
should always try to use one whose statistical properties have been thoroughly tested. Some
of the generators published in elementary computer science and numerical analysis books have
poor statistical properties.

Sequences usually have a seed variable associated with them. The seed variable essentially
determines the starting point of the psuedo random sequence. We need to be able to repeat
a sequence, while debugging a simulation program, and also if we need to repeat a particular
simulation. On the other hand, normally in production runs we want a different sequence each
time we run the program. The seed variable gives us that control. Once we have a method
of generating a sequence ξi, we can adapt it to the requirements of the particular simulation
we want to perform. For example, if we want to simulate a coin being tossed, we could say
ξi ≤ 0.5 corresponds to a H, and ξi ≥ 0.5 corresponds to a T. As another gaming example, we
can compute the number D on the face of a six-sided die from the relation

D := 1 + trunc(6 ∗ ξi)

We shall see other examples of transformations like this in the material below.

We will consider two calculations typically undertaken by Monte Carlo methods to show some
of the techniques. The first is a simplified neutron escape calculation. Suppose we have
a right cylinder of material, with the axis of rotation aligned along the Z-axis. The radius of
the cylinder is R, and the cylinder of height H is standing on the X-Y plane, so that points
(x, y, z) inside the cylinder satisfy the relations

x2 + y2 ≤ R2

0 ≤ z ≤ H

Neutrons are born isotropically in angle at the point (0, 0,H/2), the centre of the cylinder.
To be born isotropically means that if you were to put a little sphere around the point where
they are born, the neutron is equally likely to emerge at any point on the sphere. To describe
motion in three dimensions, it is usual to define a set of direction cosines (α, β, γ) which satisfy

α2 + β2 + γ2 = 1

so that a particle starting at (x1, y1, z1) and travelling a distance d along a direction defined
by (α, β, γ) will have arrived at the point

x = x1 + d α

y = y1 + d β

z = z1 + d γ

There are two different approaches which we will explore to generate random isotropic
direction cosines from psuedo random numbers. The first is a technique called rejection.
We choose a set of three random numbers uniformly distributed on (−1,+1). These can be
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generated from 1−2 ξi where ξi is our psuedo random sequence on (0, 1). Suppose the numbers
are (d1, d2, d3). Compute

q = d2
1 + d2

2 + d2
3

If q ≤ 1 compute p = 1.0/
√

q and then the direction cosines (α, β, γ) from

α = p ∗ d1

β = p ∗ d2

γ = p ∗ d3

Otherwise reject the triple (d1, d2, d3) and generate a new triple. The triples are generated
from a cube of side 2, and the test accepts points which lie inside the unit sphere, so the triple
will be selected on average (4π/3)/8) = π/6 times. This is called the efficiency of the rejection
procedure. The higher it is, the more efficient will be the simulation that uses it. Alternatively
the random direction cosines can be generated directly, using spherical polar angles:

φ = 2 π ξ1

θ = π ξ2

α = cos φ sin θ

β = sin φ sin θ

γ = cos θ

This procedure has an efficiency of 1 (no rejection), obviously higher than the rejection tech-
nique which in this case is nearer to 0.5, but does involve evaluating trigonometric functions.
Depending on the relative efficiencies of the various computer processes, a programmer might
choose one or the other.

Neutrons travelling in a material have a finite probability of collision with the atoms in the
material. The probability that a neutron will have had a collision depends both on the density
of the atoms of the material through which they are travelling, and oddly enough on the speed
of the neutron, as the neutron sees the size the nuclei of the atoms which make up the mate-
rial differently at different speeds, but we will ignore that complication in our demonstration
simulation. The probability that a neutron will have had a collision after travelling a distance
d is

F (d) =
1
λ

∫ d

0
dx e−λ x = 1− e−λ d

F (d) is an example of a cumulative distribution, which is normalised so that F (∞) = 1.
The quantity 1

λ is called the mean free path of the material. Suppose that we want to generate
an actual distance d that the neutron travels before it has a collision. Since F (d) is correctly
normalised, all that is required is to sample ξi from our psuedo random sequence uniformly
distributed on (0, 1) and then solve

F (d) = ξi giving d =
− ln (1− ξi)

λ
or
− ln (ξi)

λ

Either of the two expressions for d will do. Solving the equation directly gives the first expres-
sion, but since ξi and 1− ξi are equally likely to be drawn from the psuedo random generator,
we could use the second, computationally simpler, form.

When a neutron collides with a nucleus, a number of different reactions are possible. One is that
the neutron simply bounces off, and is re-emitted isotropically. Another is that it is absorbed
by the target nucleus, eventually giving rise to the emission of an electron or electromagnetic
radiation. There are other possibilities, but we will ignore them in our simplified simulation.
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The probability of absorption at each collision is a function of the nucleus of the material
of which the cylinder is composed, (and the speed of the neutron but we are ignoring that).
Suppose that the probability of absorption is pa. We can sample for our next ξi. If ξi < pa we
can say that the neutron has been absorbed, else it will be re-emitted.

If we look at the history of an individual neutron, it is emitted at the centre of the cylinder,
either has a first collision inside the cylinder or escapes. Assuming that it has a first collision,
it is then either absorbed, or it is re-emitted isotropically and continues on its merry way.
Eventually, each individual neutron will either be absorbed or it will escape from the cylinder.
The quantity we wish to calculate is the escape probability for neutrons originally
born at the centre of the cylinder. We compute this quantity by averaging over batches of
N neutrons. If the number of those that escape is Ni, the average escape probability for batch
i is just pi = Ni / N . If we run M such batches, we get an ensemble mean escape probability

p =
1
M

M∑
i=1

pi

with a standard deviation

s =

√√√√ 1
M − 1

M∑
i=1

(pi − p)2

Our expectation is that the standard deviation should ∼
√

1
N M

Just recapping what we have to do for each neutron:

1. Set the initial (x, y, z) coordinates to (0, 0, 0.5 ∗H).

2. Generate a set of direction cosines (α, β, γ).

3. Generate a distance of travel d using

d =
− ln (1− ξi)

λ

4. Update the coordinates using

x← x + d α, y ← y + d β, z ← z + d γ

5. Check whether the new coordinates are outside the cylinder or inside.

6. If outside, add to the escape tally, Ni ← Ni + 1 and terminate the history.

7. Else, (inside), test whether neutron is absorbed, and if it is, terminate the neutron history.
Otherwise repeat from step 2.

The primary aim in such Monte Carlo calculations is reduce the variance in the estimates of
the quantity of interest, in this case the neutron escape probability. I will just mention two
variance reducing strategies which have been applied to this problem. Both involve the use of
weitghted neutrons, which in some sense can be thought to represent multiple neutron histories.

For the first modification, the changes that we make to following an individual neutron
history are as follows:

At step 1, we set the weight wj of the individual neutron to 1.

At step 6, we accumulate Ni ← Ni + wj if the neutron escapes.
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At step 7, we absorb pa of what is left of the neutron, by setting wj ← wj ∗ (1 − pa) If
the weight of the neutron has fallen below some suitable threshold, its history is terminated.
Otherwise it is re-emitted isotropically and continues with reduced weight.

From the above changes, you can see that the history of each neutron terminates either when
it escapes, or when its weight has fallen to the point where it cannot make a significant contri-
bution to the accumulating escape probability. Computing the mean and standard deviation
of the new set of batch probabilities will confirm firstly that the means are still converging to
the same number, and secondly that the variance of the second approach is smaller.

A further variance reducing strategy can be included in the calculation.:

At step 3, first compute the distance to the boundary of the cylinder from the current (x, y, z)
coordinates, along the direction (α, β, γ). Call that distance db. The probability that the
neutron will travel that far without a collision is

pb = e−λ db

so accumulate Ni ← Ni + pb ∗ wj and then reduce the weight of the neutron that stays inside
by wj ← wj ∗ (1− pb). We still need to find a collision point for that reduced weight neutron
which has stayed inside the cylinder, so we solve for d using

d =
− ln(1− (1− pb) ξi)

λ

which generates a d < db. In some sense, we have split the one neutron we are following into
two, one that escapes and the other which collides inside the cylinder and continues on as
before. The rest of the history with weighted neutrons contains the modifications described
above. Again, a computation of the mean and standard deviation will show convergence to the
same mean, but with a further reduction in variance.

Such variance reduction techniques do increase the complexity of the calculation of an individual
neutron history and therefore take longer to execute. If we stuck with a simpler simulation, we
would be able to sample more histories in the same time, which would also reduce the variance.
The designer of the simulation software has to examine such tradeoffs carefully.

Another example of Monte Carlo calculations comes from mathematical finance,
where high dimensional integrals are used to value financial instruments such as derivatives and
options, which can be quite complicated and therefore difficult to value. For example, we will
discuss the valuation of two options. The first is the European option. A call option consists
of the the option to buy a particular asset, on a particular day in the future, at a nominated
price. If we assume the current price of the asset is $1.00, we might buy an option to purchase
that asset in 100 days for $1.05. If the asset on that day is selling for $1.02, we would not
exercise our option and the value of the option at maturity is $0.00. On the other hand, if the
asset on that day is selling for $1.10, we can exercise that option and make a profit of $0.05.

Slightly more exotic is the Asian option. In that case we might purchase the right to be paid
min(A − $1.03) where A is the arithmetic average of the daily closing stock price on the 100
trading days, sampled by the closing price every 5 days. This is an example of a path-dependent
option. From my limited knowledge of the merchant banking scene, I have the impression that
the banks are willing to value and sell you any derivative, or type of option, that you may be
willing to define. The important aspect of the transaction is of course the valuation process.
How much should you pay for each of these options?

There is an extensive theory of asset pricing of which I have only rudimentary knowledge. The
book by Wilmott that I have referenced has much more detail than presented here, including
partial differential equation modelling of derivative values.. The fair value of an option using
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the theory related to the Black-Scholes equation is the present value of the expected payoff at
expiry under a risk-neutral random walk for the underlying asset. The random walk for the
asset S satisfies a stochastic differential equation

dS = µ S dt + σ S dX

where

dS = the change in value of the asset
µ = the drift parameter of the asset value
S = the current value of the asset
σ = the volatility of the asset value

dX = a random normal variable, mean zero, variance dt

We can write the present value of the option as

V = exp (−r T ) Expected Payoff at T

where r = the interest rate.

Simulation enters the valuation process by generating a number of possible asset price histories
from the basic stochastic differential equation, calculating the payoff for each, and hence the
expected value of the payoff at future time T .

From the stochastic differential equation, the price history of the asset can be generated from

S(t + δt) = S(t) + δS = S(t) exp((µ− 1
2
σ2) δt + σ

√
δt φ)

where

S(t) = the value of the asset at time t

δt = the timestep used in the calculation
φ = a random number drawn from a standardised normal distribution.

Like the neutrons escaping from the cylinder, we can plot a trajectory of asset values that is
generated by sampling at each δt for the random variable φ. One way to do this is using an
approximation based on summing numbers drawn from the uniform distribution on (0, 1). A
commonly used approximation is summation over 12 uniformly distributed numbers ξi:

φ = (
12∑
i=1

ξi)− 6

or, more generally, for M > 12:

φ =
√

12
M

( (
M∑
i=1

ξi)−
M

2
)

Another well known method of sampling from the normal distribution is a rejection technique
due to Box and Muller:

1. Generate x1 = 1− 2 ξi and x2 = 1− 2 ξi+1

2. Compute d = x2
1 + x2

2
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3. If d ≥ 1.0 repeat from step 1.

4. Compute m =
√
−2 ln (d) / d

5. On the first of two calls to the Box-Muller procedure, return (m x1)

6. On the second of two calls, skip steps 1 . . . 5 and return (m x2).

Remembering whether it is the first or second call to the Box-Muller routine is more effi-
cient than just returning m x1 each time it is called, and forgetting entirely about x2. Both
approaches will generate a suitably distributed sequence.

Using a sum of uniformly distributed numbers or the Box Muller approach are both easier than
sampling directly from the cumulative frequency distribution of the normal distribution, which
involves solving a non-linear equation for φ.

F (φ) =
1√
2π

∫ φ

−∞
dx e−0.5 x2

= ξi

Returning to the option pricing problem, we are able compute a number of histories for the price
trajectory and from that we can compute an expected payoff. It is also possible to compute a
probability density function and cumulative density function for the payoff.

It is more important to be able to compute these quantities in the world of finance than in the
calculation of neutron escape probabilities. The reason why is that when we do the calculation
for the neutrons, there will be more neutrons physically in the system than we are able to track
in our simulation, so essentially we are calculating an approximation to what the physical
system will actually do. The situation in the finance system is entirely different. The actual
stock price will follow one trajectory, but we cannot know in advance what it will be. Each of
the histories we are calculating is one possible trajectory with one payoff outcome. As well as
being able to compute the mean payoff, we need to understand the variability of the possible
payoffs on the various possible trajectories. For example, we could run 100 histories, and find
that the payoff was $0 for 99 of those histories and $500 for one history, so the expected value of
the payoff is $5. Or, we could find 50 histories with a payoff of $0 and 50 histories with a payoff
of $10, with the same expected payoff of $5. Depending on your life philosophy, you might
choose to buy one or other type of option, just as some people at a roulette table choose to
place an even money bet such as high/low or odd/even, while others choose to bet on individual
numbers.

One of the checks that we can make on our simulations is that we can check that our ensemble
of asset value trajectories matches the values of drift and volatility, µ and σ, that we have
assumed apply to our asset value. The estimates of drift and volatility we use as input to
our simulation will most probably be based on the past price history of the asset, and may
not apply in the future we are simulating, but we want to be sure that our calculations are
self-consistent. We expect that in the limit of small timestep, the final value of the asset would
be

S(T ) = S0 e(µ−0.5 σ2)T+σ(X(T )−X(0))

or, if we define the return Ri at each timestep i by

Ri =
Si+1 − Si

Si

an estimate of the drift rate µ could be obtained from

µ =
1
T

M∑
i=1

Ri
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Likewise the volatility could be estimated from

σ =

√√√√ M

(M − 1) T

M∑
i=1

(Ri −R)2

Such estimates are going to be made from the historical data, to use as input to the simulation,
so producing such estimates from the output of the simulation should enable the estimates of
the parameters to be evaluated for consistency.

One of the functions of simulations is to value one option against another. To improve the
reliability of such comparisons, where possible the same set of asset trajectories should be
used in the valuations, rather than running each simulation with an independent stream of
random numbers. An example of such a simulation is options.txt. Such simple problems can be
modelled with partial differential equations, but this simulation shows you that Monte Carlo
simulation is also feasible.
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