
Consistency in parallel Monte Carlo

calculations

We discuss the technique that mcnp ( a well known

Los Alamos neutronics Monte Carlo program) uses.

Firstly the the basic algorithm that mcnp5 uses is

the Lehmer linear multiplicative congruential al-

gorithm

yn+1 = m yn + b mod N

with the random real in (0,1) given by

ξn = yn/N

One way to ensure consistency of results whether

a Monte Carlo calculation is run on one CPU or

in parallel across a number of cores is to ensure

that each neutron history begins with the same

random seed, whether it is run on one core or

many. Firstly, we estimate the maximum number

of random numbers a single neutron history will

consume, say M . The first neutron is started with

y0. The second neutron will be started from yM ,

the third from Y2M and so on...
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In order for us to evaluate yM , we do not have to

generate all M random numbers in the sequence.

We can use the properties of modular arithmetic

to arrive directly at yM . This simple approach can

be adopted when sending requests to run succes-

sive batches to MPI slaves in a parallel calculation.

It enables us to have confidence in our program

parallelisation if the Monte Carlo results it pro-

duces are the same whether we run on one core

for 10 hours or ten cores for one hour. We can of

course assess the reliability of our Monte Carlo er-

ror estimates, simply by repeating the calculation

with a different starting seed y0.

The program can monitor the maximum number

of random numbers consumed by each neutron

history and warn us if the number M , which we

have assumed to be the maximum, has been ex-

ceeded. If it has, then we should increase M , in

order to avoid unintended correlations in our in-

dividual histories which could adversely affect our

statistical error estimates on the quantities of in-

terest.
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To discuss neutronics modelling, we need to un-

derstand what can happen to an individual neu-

tron. One of the two or three neutrons ( the av-

erage number emitted per fission event is about

2.43 - it varies a little depending on the nucleus

undergoing fission and the speed of the neutron

initiating the reaction) can have an energy rang-

ing from about 15 MeV (million electron Volts)

down to about 0.1 MeV, with a most probable

value around 1 MeV. To help you visualise this, a

”thermal” neutron we will shortly discuss, which

has an energy of about 0.025 eV, is travelling at

roughly 2200 metres/sec. The energy is propor-

tional to the square of the velocity, so a ”fast”

neutron with an energy of say 2.53 MeV will have

a speed of 2.2 ∗ 107 metres/sec. If that neutron

has a collision with another nucleus after travel-

ling say, 5 cm, the time to that first collision is

about 2 ∗ 10−9 sec.

What happens when the neutron hits another nu-

cleus depends firstly, on what nucleus it hits, sec-

ondly, how fast the neutron is travelling, and thirdly,

how fast the nucleus that it hits is itself moving.
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Even if we knew all these quantities precisely, the

outcome is still a matter of chance. Reactions

that the neutron could undergo include elastic

scattering (energy is conserved in the centre of

mass system), inelastic scattering (where some

energy is transferred to the target nucleus), ab-

sorption (where the neutron is lost to the neutron

population, and the target nucleus is transformed

and either promptly or subsequently emits pho-

tons or other particles), or the target nucleus can

fission, thus continuing the chain reaction.

The probabilities of these various events for differ-

ent nuclei at different energies were painstakingly

measured over decades, and stored in cross sec-

tion libraries. The behaviour of the various nu-

clides is remarkably different. For example, the

”fissile” isotopes, U233, U235, Pu239 and Pu241

being the main ones, can undergo fission by a

collision with a neutron of any energy, and in par-

ticular with the ”thermal” neutrons we have men-

tioned, with energies around 0.025 eV.
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By way of contrast, Th232, U234, U236, U238,

and Pu240 are only fissioned by fast neutrons.

The (n,γ) reaction in U238 for example gives U239

which decays via Np239 to Pu239, a process which

was exploited to produce the first Pu239 based

nuclear bombs. (The others were produced by

enriching the U235 content of natural Uranium

from its naturally occurring value of 0.7% to 90%

or more). Reactors are characterised as ”fast” or

”thermal” depending on whether the majority of

the fissions take place with fast neutrons, or neu-

trons in thermal equilibrium with the atoms in the

system. OPAL is a thermal reactor with an addi-

tional ”cold source”. The neutrons in equilibrium

with the cold source of supercooled deuterium are

moving at perhaps 700 metres/sec.

A neutron undergoing elastic scattering with a

heavy nuclide in the centre of mass frame loses

little energy, somewhat like a tennis ball hitting a

brick wall. On the other hand, a neutron under-

going elastic scattering with a hydrogen nucleus

can potentially lose all of its energy, as in a billiard

ball collision.
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The water coolant in a light water reactor, as well

as cooling the fuel, also plays an important role

in the neutronics by slowing down, or ”thermalis-

ing”, the neutrons. The next lightest element to

hydrogen is deuterium, or heavy hydrogen, which

is the constituent of heavy water, D2O, instead

of H2O. The probability of an (n, γ) reaction for

thermal neutrons is less in deuterium than in hy-

drogen, so heavy water is often included in reactor

designs - for example in the reflector of OPAL, or

the moderator of SGHW type power reactors, or

as both the coolant and reflector in the Canadian

CANDU power reactors.

Other thermal reactors have been gas cooled, us-

ing carbon dioxide or helium. In these designs the

moderator which is slowing the neutrons down is

usually a graphite matrix holding the fuel in the

case of AGR designs, or the graphite coating of

the fuel particles in pebble bed designs.
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Fast reactors on the other hand are designed so

that most of the reactions will take place at higher

neutron energies, so most in the past have used

liquid sodium as a coolant because it is relatively

heavy, does not absorb too many neutrons, and

has excellent thermal transfer properties. But liq-

uid sodium is an unforgiving material to manage,

and designers have considered other coolants such

as superheated water.

Neutronics modelling usually consists of one of

four techniques.

Monte Carlo techniques are based on releasing

a neutron with a particular energy, moving in a

particular direction, from a particular location in

a fuel element, and following the history of that

neutron until it is finally absorbed somewhere in

the reactor. The energy with which the neutron

starts will be chosen at random from a distribu-

tion which has been experimentally measured, the

fission spectrum.
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Selection from a probability distribution is done

as follows: Suppose that the probability that a

neutron is born with energy in the interval (E,E+

dE) is f(E)dE which is normalised so that∫ E2

E1

f(E′)dE′ = 1

Select a random number ξ from the interval (0,1),

and choose the starting energy E of the neutron

by solving

F (E) =
∫ E

E1

f(E′)dE′ = ξ

F (E) is called the cumulative distribution.

The direction in which a neutron travels is usually

defined either in terms of direction cosines (α, β, γ)

or the spherical polar coordinates (θ, φ) which are

connected through the relations

α = sin(θ) cos(φ)

β = sin(θ) sin(φ)

γ = cos(θ)
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For a neutron emitted isotropically in the labora-

tory reference frame, the direction cosines can be

generated at random either by drawing µ = cos(θ)

uniformly from the interval (−1,1), and φ from the

interval (0,2π) and then generating (α, β, γ) from

the relations above, or by the following rejection

technique:

Repeat

select p, q, r uniformly from (-1,+1)

compute R = p^2 + q^2 + r^2

until R < = 1.0;

compute s = 1.0/sqrt(R), then the direction cosines

a = s*p, b = s*q , and c = s*r

The repeat loop is required to sample points in-

side the unit sphere, rather than the cube with

side 2, to make sure that the direction cosines are

isotropic. Without that step, the angles would be

biassed towards the corners of the cube. The suc-

cess ratio of the rejection technique is the ratio

of the volume of the sphere to the volume of the

cube, π/6, or roughly 0.5.
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Whether the direct sampling or rejection tech-

nique is more efficient depends on the relative

execution speeds of rand, sqrt, sin and cos.

The next task is to establish the point of next

collision for the neutron. Its path may traverse

several regions Vi. Region i will usually contain a

number of nuclei j with densities Ni,j. Each nu-

clide will be be capable of several reactions k, with

cross sections at a particular energy E denoted by

σk,j(E). The total cross section for nuclide j is

just

σt,j(E) =
∑
k

σk,j(E)

and the macroscopic cross section for region i is

Σi(E) =
∑
j

Ni,jσt,j(E)

We have retained the explicit dependence on the

energy E to emphasise the fact that these cross

sections do depend on the energy of the neutron,

and must be recalculated every time the energy

of the neutron changes, but we drop it now.
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The probability that a neutron in a material with

macroscopic cross section Σ will have a collision

in the interval (x, x+ dx) is given by

P (x)dx = Σ e−Σxdx

We can sample for the distance d that the neutron

travels by choosing ξ from (0,1) and then setting∫ d

0
P (x)dx =

∫ d

0
Σ e−Σxdx = ξ

giving

d = − ln(1− ξ) or − ln(ξ)

since ξ and 1− ξ are identically distributed.

We can compute the mean distance travelled:∫ ∞

0
xP (x)dx =

1

Σ
(the mean free path)

In most calculations, a neutron direction poten-

tially will traverse several regions Vi with different

macroscopic cross sections Σi so determining the

precise collision point from the random variable ξ

will be more time consuming, but the principle is

the same.
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Once we have determined the location (x, y, z) of

the collision point in region Vi, we can determine

which nuclide j is involved in the collision by com-

puting the quantities

P0 = 0; Pj = Pj−1 +Nj ∗ σt,j for j = 1 . . . J

and then sampling a random ξ from (0,1) and

finding j such that Pj−1 ≤ PJ ∗ ξ < Pj

Next we can determine which reaction k has oc-

curred with nuclide j, by computing the quantities

P0 = 0; Pk = Pk−1 + σk,j for k = 1 . . .K

and then sampling a random ξ from (0,1) and

finding k such that Pk−1 ≤ PK ∗ ξ < Pk

If the reaction is an elastic or inelastic scattering

event, the neutron is re-emitted and the history

continues. If the reaction is an absorption event

the history terminates.
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If the reaction is a fission event, the average num-

ber of neutrons per fission ν̄ is added to the fission

tally Fi for region i. We can follow the evolution of

generations of fission neutrons. If we index all the

regions containing fissionable material by m, and

we start sm fission neutrons in region m, and the

neutrons give rise to a further fn fission neutrons

in the next generation, the fact that the process

is linear, means that there is an underlying matrix

T which describes the whole process

f = T s

If computed using sufficient neutron histories, the

matrix T will be an irreducible matrix with indi-

vidual entries ≥ 0, which, according to the Perron

Frobenius theorem of 1906, has a largest real pos-

itive eigenvalue with an eigenvector with all real

positive components.

T ψ = keff ψ

We want the eigenvalue keff to be 1.0 for a self-

sustaining critical reaction, and in that situation

the eigenvector ψ will describe the steady state

fission source distribution.
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One approach to calculating ψ is to accumulate
the matrix T over all generations, compute the
eigenvector ψ of the approximate T , and use it as
the best estimate of ψ to guide the source dis-
tribution in subsequent generations. The other,
used by mcnp, is to attempt to compute ψ by
simple accumulation from the first few hundred
generations of neutron histories, and then ignore
those first generations in computing the reaction
rate statistics using further generations of histo-
ries.

In summary, Monte Carlo calculations can in prin-
ciple represent both the geometry of the reac-
tor, and the cross sections of the nuclides, to
whatever detail the designer is willing to specify,
The answers will be subject to statistical errors
which usually decay like 1/sqrt(N) where N is the
number of neutron histories followed. There ex-
ist many variance reduction techniques, principal
amongst them being weighted particle tracking,
which the user can invoke to reduce the statis-
tical errors, usually at some expense in compute
time. Monte Carlo calculations are ideally suited
to commodity cluster computing because each
neutron history is independent of the rest, so the
task can be subdivided amongst all the processors
without any network latency concerns.
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Other modelling techniques besides Monte Carlo
acknowledge that the number of neutrons and
events in a reactor is very large, although less
than the number of material atoms present, and
that the population can be represented at a dif-
ferent level of approximation than at the level of
the individual neutron.

Other approaches to nuclear modelling include:
the discrete ordinates or Sn method applied to
the transport equation, which is often used in sim-
ple geometries such as slabs and spheres. This ap-
proach is exemplified by programs like WDSN and
ANISN and their successors. The time dependent
neutron transport equation for the angular flux
ψ(r, E,Ω, t) can be written

1

v

∂ψ

∂t
+ Ω · ∇ψ+ ΣT ψ(r, E,Ω, t)

=
∫
4π

dΩ
′
∫
dE′ Σs(E

′ → E,Ω
′
→ Ω)ψ(r, E

′
,Ω

′
, t)+

Q

4π
where Q is the sum of fission source and any exter-
nal source, both assumed isotropic. This equation
is solved for a set of discrete angles Ω. The scalar
flux is defined to be

φ(r, E, t) =
∫
4π
dΩ ψ(r, E,Ω, t)

If the reactor is in a steady state, we can drop the
dependence on time
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Collision probability methods are based on an in-
tegral formulation of the transport equation. This
approach can handle complicated two dimensional
geometries, such as the Candu fuel element clus-
ters, but the efficiency drops as the number of
regions increases, essentially because the collision
probability matrices are not sparse. In multigroup
form, the steady state multigroup collision prob-
ability equations can be written

Vi Σ
T
i,g φi,g =

∑
j

Pi,j,g Vj (Sj,g +
∑
g
′
Σ
j,g

′
,g
φ
j,g

′)

where Sj,g is the source, including fission source
plus any external source, in region Vj and group
g. Pi,j,g is the probability that a neutron emit-
ted uniformly in the volume Vj and isotropically in
angle, with energy in group g, will have its next
collision in region Vi. These probability matrices
are usually computed by drawing a fine mesh of
parallel lines through the region of calculation and
then integrating along each of the possible neu-
tron paths for each energy group. The calculation
of the matrices can be done in parallel on a multi-
core computer.

Once all the probabilities have been computed,
the equations can be solved for the scalar fluxes
in each region in each energy group. This cannot
be parallelised in any efficient way.
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Diffusion calculations which can model large sys-

tems such as power reactors accurately, provided

the angular fluxes in the system are not too anisotropic,

are the workhorse of design calculations. They

can model in three dimensions and can include

reactor kinetics calculations, where the time de-

pendence is explicitly retained, and burnup, where

the composition of materials changes over the ir-

radiation time of the fuel as a consequence of the

neutron reactions which occur. Usually the mate-

rial cross sections are smeared over spatial regions

which contain several different materials, and av-

eraged over energy to produce a few group set of

cross sections, based on a cell calculation using

one of the methods above.

The steady state form of the diffusion equation is

−∇ ·Dg ∇ φg(r) + ΣR
g φg(r) = Sg(r)

where Dg is the diffusion coefficient of a material

in group g and ΣR
g is the removal cross section,

which includes absorption and scattering out of

the group.
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If we include time dependence explicitly,

1

vg

∂φg

∂t
= ∇ ·Dg ∇ φg −ΣR

g φg + Sg(r, t)

where vg is the group averaged velocity, and the

time dependent source is

Sg =
∑
g
′
φ
g
′ Σ

g
′
,g
+

1

k
χp,g(1−β)

∑
g
′
φ
g
′(νΣ

f
g′)+

∑
i

χi,gλiCi

and
∂Ci
∂t

= βi
1

k

∑
g
′
φ
g
′(νΣ

f
g′)− λi Ci

k is the steady state effective multiplication factor

and χp,g is the prompt fission spectrum.

χi,g is the fission spectrum for delayed group i

yielding the fraction βi of the total delayed emis-

sions β =
∑
i βi.

Ci(r, t) is the total concentration of precursor,

with decay half life λi, of delayed group i.

The diffusion term couples each region only to its

neighbours, which leads to a very sparse matrix

and a variety of iterative solution techniques.
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All of the above calculations involve a multigroup

energy approximation where the continuous en-

ergy range from 15 MeV down to 0.01eV (or lower

if a cold source is present) is subdivided into a

number of neighbouring ranges, or energy groups.

This process requires energy averaging of the con-

tinuous energy neutron cross sections, or of finer

group lattice calculations. In the latter case, if

Vi = volume of region i

φi,g = flux region i, group g

ΣT
i,g = total cross section region i, group g

Σa
i,g = absorption cross section region i, group g

ΣT
i,g,g

′ = scattering cross section region i, g → g
′

and we wish to collapse over regions i and groups

g, we define

VI =
∑
i

Vi

VI ΦI,G =
∑
i

∑
g
Vi φi,g

Σa
I,G = (

∑
i

∑
g
Vi φi,gΣ

a
i,g)/(VI ΦI,G)

Σ
I,G,G

′ = (
∑
i

∑
g

∑
g
′
Vi φi,gΣi,g,g

′)/(VI ΦI,G)
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The total cross section may be collapsed using

one of two schemes. The WIMS reciprocal aver-

aging scheme is

ΣT
I,G = Σa

I,G +
VIΦI,G∑

i
∑
g(

Vi φi,g
ΣT
i,g−Σa

i,g

)

while direct averaging gives

ΣT
I,G = (

∑
i

∑
g
Vi φi,gΣ

T
i,g)/(VI ΦI,G)

In either case, the self scattering cross section is

computed from

ΣI,G,G = ΣT
I,G −Σa

I,G −
∑

G
′ 6=G

Σ
I,G,G

′

The cross sections of many nuclides exhibit reso-

nance behaviour, whereby they have sharp spikes

at fairly regular intervals (eg about 1eV apart in

U235 and 20 eV apart in U238).

σn,a(E) =
2.6 ∗ 106 g Γ0

n Γa

Γ2
√
E (1 + x2)

where

x =
2

Γ
(E − Ei)
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These spikes are ”Doppler broadened” by the mo-
tion of the target nuclei, the change in resonance
shape depending on the temperature of the target
material.

σ(E, T ) =
1

∆
√
π E

∫ ∞

0
σ(E,0) e

−(E−E
′
)2

∆2

√
E
′
dE

′

These resonances require a special flux averag-
ing technique for the cross sections to predict the
correct reaction rate.

Neutrons of very low energy undergo diffraction
interactions with the target material, and not just
interactions with a single target nucleus.

These interactions depend on the structure of the
target material and its temperature, and are usu-
ally described through an S(α, β) formulation:

σn(E → E′) =
∫ +1

−1
µnσ(E → E

′
, θ)dµ

σ(E → E
′
, θ) =

σb
2kT

E
′

E
e−β/2 S(α, β)

where σb is the bound atom cross section and

β =
E
′ − E

kT

α = (E
′
+ E − 2 µ

√
EE

′
) A k T
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σ
g,g

′ =

∫
E
′∈g′ dE

′ ∫
E∈g dE σ(E → E

′
) φ( EkT )∫

E∈g dE φ( EkT )

with various refinements that we will not elaborate
now.

If we follow the operating history of the reactor
over time, we will have to consider the change in
composition of the materials in the various regions
of the reactor. All satisfy an equation of the type

dNi
dt

= production rate− depletion rate

The production rate of an isotope like U239 is
tied to a time dependent reaction rate Σn,γφ in
U238. The depletion rate in U239 is governed by
the absorption rate and a decay rate to Np239.
Likewise for Np239 which decays to Pu239. The
behaviours of some isotopes in these decay chains,
notably Xe135, have important implications for re-
actor operations.

As the contents of the original nuclides change,
so the macroscopic cross sections Σg(r) change,
and the neutronic calculation has to be repeated
to determine the new fluxes and reaction rates,
so that the burnup calculation can continue.
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